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Abstract

A rendering technique for interactive direct volume
visualization on mobile devices is presented. Uti-
lizing basic graphics hardware functionality such as
rasterization and 2D texture mapping, native vol-
ume rendering is possible by adopting and extend-
ing the 2D texture-slicing approach. Limitations
of mobile graphics devices are discussed—in par-
ticular concerning graphics performance and avail-
able functionality. These limitations lead to mod-
i�cations of the traditional texture-based volume-
rendering algorithm: we propose a screen-adaptive
hybrid low/high-resolution rendering technique that
achieves a good compromise between image qual-
ity and interactivity; furthermore, compressed and
paletted texture formats are explored for fast tex-
ture update, for example, during interactive speci�-
cation of the transfer function. The implementation
of the rendering algorithm is based on OpenGL ES
1.0 and was tested on the Dell Axim X50v/X51v
PDA. Performance characteristics are documented
in the form of several kinds of performance mea-
surements.

1 Introduction

Volume rendering is a core rendering technique for
various applications in visualization (for example,
medical visualization and engineering applications)
and computer graphics (for example, special-effects
rendering). With the current trend toward mobile
information systems and ubiquitous graphical de-
vices, native volume rendering on mobile devices
has become an application with various potential
uses. Mobile volume rendering has so far been lim-
ited to remote rendering on a powerful rendering
server—along with network-based image stream-
ing. Unfortunately, remote rendering suffers from
several problems, including high latency and the
need for considerable network performance and a

server infrastructure.
Our goal is a volume-rendering technique that

runs on a mobile graphics device natively—without
remote rendering. In particular, camera interaction
should be possible at frame rates of approximately
5 fps (frames per second) to 20 fps. In addition,
visual exploration of the data should be supported
by interacting with the transfer function speci�ca-
tion. With the availability of increasingly power-
ful graphics capabilities on mobile devices [2], the
stage is set for native volume rendering.

In this paper, we introduce an interactive volume-
rendering technique for native rendering on mobile
devices that adopts 2D texture slicing. We pro-
pose the following extensions and modi�cations to
make 2D slicing suitable for interactive rendering: a
screen-adaptive hybrid low/high-resolution render-
ing technique that performs volume rendering on a
low-resolution intermediate image buffer and dis-
plays additional graphical primitives at full resolu-
tion in order to achieve a good compromise between
image quality and speed; the use of suitable com-
pressed and paletted texture formats for fast texture
update, for example, during interactive speci�cation
of the transfer function. Our example implemen-
tation targets the Dell Axim X50v/X51v PDA, us-
ing OpenGL ES (Embedded Systems) for platform
independence. Detailed performance tests demon-
strate that volume rendering of moderately sized
datasets is possible on mobile devices.

2 Previous Work

Volume rendering is a well-established research
topic in visualization and computer graphics. A
comprehensive introduction is given in the book by
Engel et al. [8]. Typical volume-rendering meth-
ods for traditional graphics hardware use either 3D
texture-based rendering with viewport-aligned slic-
ing [4, 7] or 2D texture-based rendering with axis-
aligned slicing (see, for example, [18]), which is
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adopted in this paper and modi�ed and extended
for mobile visualization. Most of the more recent
volume-rendering techniques make use of speci�c
GPU features [8], which, however, are not yet avail-
able on mobile graphics devices. Therefore, those
recent papers are hardly applicable to the needs of
native volume rendering on mobile devices.

In particular, there is limited previous work on
volume visualization on mobile devices. One ma-
jor problem is the technical limitation of mobile
devices, which poses challenges for volume ren-
dering and other memory-intensive and compute-
intensive visualization methods. To overcome these
issues, client-server rendering is a typically chosen
approach, as discussed by Lamberti and Sanna [12].
A powerful render server (or even a cluster of ren-
der servers) generates visualization images that are
subsequently streamed to the mobile device for dis-
play. This method relies on client-server techniques
known from remote visualization [15, 20], includ-
ing image streaming, compression and decompres-
sion, and network communication. The advantage
of this approach is that the rendering performance
can be scaled by scaling the server capabilities and
that very large datasets can be visualized. How-
ever, such a thin-client approach suffers from a po-
tentially substantial degradation of the interactive
user experience, depending on the network qual-
ity [21]; in particular, network latency on interactive
responses can cause serious problems.

Therefore, native rendering on the mobile de-
vices is preferable if fast interactive feedback is re-
quired and the network connection is not optimal.
Fortunately, hardware rasterization [1], along with
basic texture mapping capabilities, is becoming in-
creasingly available on mobile devices. Therefore,
traditional rasterization-based rendering of 3D sur-
face geometry is directly possible. A recent ex-
ample is interactive illustrative rendering on PDAs
by Huang et al. [9]; Huang et al. use the same
hardware platform as we do in this paper. How-
ever, we are not aware of any previous use of mo-
bile graphics hardware for interactive, native vol-
ume rendering. The main issue is that an immedi-
ate application of existing volume-rendering meth-
ods typically leads to frame rates below those re-
quired for interactive visualization. As one solution,
we propose a method for adaptive screen-resolution
rendering in order to reduce the rasterization load.
Related approaches are in particular known from

older and slower graphics hardware from the 1990s,
such as low screen-resolution volume rendering on
SGI graphics hardware [16]. We extend this basic
idea, incorporating mixed low-resolution and high-
resolution rendering for improved visual quality.
Furthermore, we address issues of restricted main
and graphics memory as well as fast texture update
used for the modi�cation of the transfer function
during data exploration.

Besides these performance issues, visualization
has to address several other limitations imposed by
small, mobile devices [6]. In particular, user inter-
face design poses speci�c challenges for mobile de-
vices because their small form factor limits the size
of the displays and the availability of input devices.
One general approach is to automatically transfer
and adapt the user interface of desktop applications
to mobile devices, taking into account the differ-
ent capabilities and functionalities of mobile de-
vices [13, 19]. Accordingly, our interaction model
imitates the desktop model with interactive camera
control and transfer function speci�cation, using the
stylus and the small number of buttons available on
typical mobile devices. Finally, for an overview of
issues and trends in mobile graphics we refer to the
recent survey article by Capin et al. [5].

3 Mobile Device as Hardware
Platform

General Limitations. Rendering on mobile de-
vices, such as PDAs or smart phones, is subject to
a number of restrictions. Computational power is
limited by the usually low processor speed. Some
platforms support only calculations with �xed-point
arithmetic and have no ef�cient support for �oating-
point operations or do not support them at all. The
size of available memory and the bandwidth to
memory is small, which leads to strict limitations
for many memory-intensive graphics algorithms,
such as volume rendering. The restricted amount of
disk space or other nonvolatile memory might also
be an issue in cases when out-of-core approaches
are employed. Bandwidth, latency, and availability
of the (wireless) network are especially important
for remote and hybrid rendering on mobile devices.
Due to limited battery capacity, the energy con-
sumption should also be kept in mind; thus, some
architectures provide energy-management options.
Another issue is the small screen size of a mobile



device and its low resolution, which have to be con-
sidered from the perspective of visual perception.
On the other hand, a small screen resolution favors
fragment-bound rendering techniques such as vol-
ume rendering in terms of rendering speed.

Several mobile devices already provide
hardware-accelerated graphics, although dedi-
cated 3D graphics support rather is an upcoming
trend than widespread commodity at this time.
Depending on the type of graphics hardware, there
might also be different additional restrictions. The
size of the graphics memory is seriously restricted
and the support for advanced graphics functionality
may be limited; examples of such limitations
include restrictions with respect to texture formats,
texture �ltering, and types of render buffers.

Finally, mobile devices have to rely on input de-
vices with restricted functionality such as touch-
sensitive displays, stylus, a few buttons, or gesture-
based interfaces because they neither provide key-
board nor mouse, known from desktop computers.

OpenGL ES. With OpenGL ES [3], a generic
graphics platform for embedded systems is avail-
able, which also targets mobile devices. OpenGL
ES is based on a subset of OpenGL, which is de-
signed for desktop computers, and it provides a
low-level interface between applications and hard-
ware or software graphics engines. A �xed-function
pipeline is offered with the OpenGL ES 1.X ver-
sions, whereas OpenGL ES 2.X provides a pro-
grammable 3D pipeline. To support a wide range
of devices, both versions are supposed to evolve in
parallel.

The OpenGL ES 1.0 speci�cation is based on
OpenGL 1.3. In contrast to OpenGL, drawing oper-
ations are limited to triangles and lines in OpenGL
ES. Immediate rendering is removed in favor of
vertex arrays, and display lists are not supported.
Clipping is only available in OpenGL ES 1.1. In
OpenGL ES 1.0, queries are allowed only for static
states, a restriction loosened in versions 1.1 and
2.0. 3D textures are only supported with an op-
tional extension for OpenGL ES 2.0. To meet the
memory restrictions on embedded devices, com-
pressed paletted textures are a required extension
for all OpenGL ES versions. This format provides
a color-indexed image accompanied by a palette,
which cannot be changed after creation. This ap-
proach allows hardware to expand the texture inter-

nally to an uncompressed representation if this tex-
ture format is not supported internally. OpenGL 1.X
offers two pro�les: the Common pro�le is based on
single precision �oating-point arithmetic, whereas
the Common-Lite pro�le uses a 32-bit �xed-point
representation. We will relate the above limitations
of OpenGL ES to corresponding design choices for
the volume-rendering algorithm in Section 4, focus-
ing on changes in the rendering technique compared
to traditional methods for desktop computers.

The EGL Native Platform Graphics Inter-
face [14] is an additional layer that can be used with
OpenGL ES and the underlying window system. It
provides a uniform way of handling render surfaces,
contexts, displays, and off-screen buffers. The pos-
sibility to bind a rendering buffer as texture is pro-
vided with EGL version 1.1 or higher.

Target Platform. Our target device is the Dell
Axim X50v/X51v series of PDAs. The test plat-
form is the Axim X51v. This pocket PC provides
a touch-sensitive 3.7 inch display with 640� 480
pixels and 65536 colors. It is run by an In-
tel XScale PXA270 processor (624 MHz) and it
comes with 64 MB SDRAM. Hardware-accelerated
graphics is provided by an Intel 2700G multi-
media accelerator [11] with 16 MB video RAM.
This chip implements a full hardware-accelerated
3D rendering pipeline, supporting texture mapping,
bilinear, trilinear, and anisotropic �ltering, alpha
blending, dual texturing support, deferred textur-
ing, screen tiling, texture compression, and full-
screen anti-aliasing. The nominal triangle through-
put is 831000 triangles per second and the �llrate is
84 million pixels per second [11, 10]. Intel offers
an implementation of OpenGL ES 1.0 Common-
Lite [3] and EGL 1.0 [14] to access the graphics
hardware. The Axim X51v is run by the Windows
Mobile 5.0 operating system.

4 Algorithm and Implementation

This section describes the components of the
volume-rendering algorithm we developed for mo-
bile devices. Since many design choices for the ren-
dering algorithm are guided by the speci�c func-
tionality and limitations of mobile devices, we
combine the description of the algorithm with re-
lated implementation aspects. The basic rendering
method adopts 2D texture slicing. Our description



keeps the discussion of this well-known technique
brief and rather focuses on mobile-speci�c exten-
sions and modi�cations.

Implementation Setting. The implementation of
the volume renderer is based on C++, compiled
with Visual Studio 2005 and the Windows Mobile
SDK for Pocket PC. OpenGL ES 1.0 Common-Lite
and EGL 1.0 are used as graphics APIs, as pro-
vided in Intel's Multimedia Accelerator Software
Development Kit. The implementation of OpenGL
ES and EGL for the Axim X50v/X51v does not
exactly meet all requirements of the speci�cation.
However, in practice, this shortcoming did not af-
fect our implementation. In a few cases, the docu-
mentation states that some features, like off-screen
pbuffers or texture magni�cation, are not supported,
although we have been using both features success-
fully for our volume renderer—with the expected
performance and without any problems.

One of the main drawbacks of the device for vol-
ume rendering is the lack of 3D textures: neither the
OpenGL ES 1.X speci�cations nor the Intel 2700G
graphics chip offer support for them. Therefore, the
implementation of the volume renderer is restricted
to the use of axis-aligned 2D slicing. In contrast,
the restriction to �xed-point arithmetic is no issue
for volume rendering because 2D texture slicing
does not need �oating-point resolution to represent
the geometry of slices. However, if one uses the
depth test, it is recommended adjusting the near
and far clipping planes of the view frustum close to
the bounding box of the volume because otherwise
one might run into discretization problems with the
depth values for neighboring slices.

Transfer Function. The volume renderer sup-
ports datasets with the typical 8-bit quantization
of data values. The transfer function is applied to
the scalar data on the CPU to obtain pre-classi�ed
RGBA values, which are then uploaded to texture
memory. The drawback is that the 2D textures for
volume rendering need to be recreated whenever
the user changes the transfer function. There is
no other choice because both OpenGL ES and the
given hardware have no support for modi�cations
of the texture palette after texture creation. Further-
more, the restriction to the �xed-function pipeline
rules out the implementation of a palette within a
shader.

Memory. One of the main problems for graph-
ics on mobile devices is the small amount of avail-
able main memory. With Windows Mobile 5.0 but
no other application running, only some 30 MB of
the 64 MB are free for use by application software.
Every start of a program or even the placement of
the PDA in its docking station may have great im-
pact on the remaining memory. Because of these
tight memory limits, we keep only one copy of the
original dataset in main memory. This volume is
required for updating the 2D slice textures after
changes to transfer function. For updating the 2D
textures, we use just enough memory for only one
single 2D texture, create that texture data, and up-
load it immediately to graphics memory before we
continue with the next slice texture.

The limited size of graphics memory is another
major problem for volume rendering: 16 MB is
very small for typical volume datasets. This is-
sue is exacerbated by the use of 2D texture slic-
ing: traditional 2D slicing stores three copies of the
slice textures—for the three main axes. The mem-
ory footprint could be reduced to one third by up-
loading only the required stack of slices depend-
ing on the viewing direction. However, this ap-
proach would interrupt the interaction with the cam-
era when switching between stacking axes is re-
quired.

In general, texture compression could be effec-
tive in reducing the memory footprint. OpenGL
ES offers the compressed paletted texture for-
mat, which could reduce the size of the vol-
ume textures to almost one fourth. Further-
more, this format would provide a direct realiza-
tion of the transfer function: for example, the
GL PALETTE8 RGBA8 OES format maps an 8-
bit indexed image to RGBA values. In this case,
the transfer function does not have to be applied ex-
plicitly within a CPU program. Note that this for-
mat requires that the palette is given together with
the image data during the creation of the texture,
and cannot be changed afterwards. Therefore, this
texture format does not prevent the recreation of all
textures if the transfer function changes.

Unfortunately, the Intel 2700G provides no hard-
ware support for compressed paletted textures. If
compressed paletted textures are used, they are in-
ternally expanded to their uncompressed represen-
tation. Our tests, described in Section 5, show that
paletted textures are in fact a little bit slower than



their corresponding RGBA textures during render-
ing. On the other hand, they have turned out to be
much faster during texture creation, which allows
faster updates after changes to the transfer function.
We still prefer to use RGBA textures because our
main focus is on high frame rates during camera in-
teraction.

Texture Atlas. Different sources state that the use
of a texture atlas [17] might be faster on some de-
vices. A texture atlas combines several smaller tex-
tures in one large texture. In combination with ver-
tex arrays, a texture atlas allows one to draw several
objects with only a single OpenGL command be-
cause one does not have to bind different textures
for each object. To incorporate texture atlases, we
create one texture atlas for each of the three main
axes. If the slices do not �t into a single texture be-
cause of the maximum texture size, more than one
atlas is created.

A grid-based layout is chosen for placing the
slices into the texture atlas, i.e., we do not con-
sider rotations of slices in the placement process. To
achieve a minimal texture size for the atlas, we cal-
culate the best combination of width and height that
is large enough to hold all slices of the stack. While
the width and height of the texture atlas have to be
powers of two, the resolution of the volume can be
arbitrary. Therefore, a texture atlas also supports
non-power-of-two volume data without wasting too
much texture memory.

User Interface. The graphical user interface al-
lows for interaction with the virtual camera and
with the speci�cation of the transfer function. The
transfer function editor imitates traditional editors,
supporting the independent modi�cation of the four
mapping curves for red, green, blue, and alpha. Fig-
ure 1 shows an example of volume rendering with
the transfer function editor being enabled.

Interactive data exploration requires fast feed-
back to the user when the transfer function is
changed. Therefore, the texture that holds the
visualization of the transfer function plot has to
be updated quickly. We achieve fast updates by
employing the compressed paletted texture for-
mat GL PALETTE4 RGBA4 OES during interac-
tion with the transfer function. Although this for-
mat is not intrinsically supported by the hardware,
it allows a faster update of the texture in comparison

Figure 1: User interface: the transfer function ed-
itor (bottom left) allows for specifying the RGBA
mapping curves; the histogram of data values is dis-
played behind the transfer function editor in order to
support the user in specifying a useful transfer func-
tion. The volume rendering of the dataset is shown
in the top part of the screen. The bounding box of
the volume and the coordinate axes are rendered as
lines, providing spatial context.

to the corresponding uncompressed format.
Direct interaction with the transfer function and

control of the virtual camera are based on stylus in-
put. The transfer function editor is switched on and
off by using one of the buttons of the PDA.

Low-Resolution Rendering. Measurements of
the frame rate of the volume renderer show that in
particular for large volume datasets or screen-�lling
camera views, the frame rate drops far below val-
ues required for interactive manipulation. More de-
tailed tests indicate that the render time corresponds
directly to the number of fragments. Therefore, to
achieve interactive frame rates, the number of frag-
ments needs to be reduced during user interaction.
One possibility is to use a larger sampling step size
along viewing rays through the volume, which im-
plies a smaller number of slices for 2D slicing. To
keep the opacity of the volume approximately con-
stant, the alpha values would have to be adjusted



accordingly. Another method to reduce the num-
ber of fragments is to render the volume at a lower
screen resolution. This low-resolution intermediate
image can afterwards be scaled up to the full native
display resolution by fast 2D image rendering.

A way to handle this low-resolution rendering is
to render into a smaller off-screen pbuffer. Unfor-
tunately, binding a pbuffer as texture requires EGL
version 1.1 and is not possible on many mobile de-
vices, including our test platform. A supported al-
ternative is to readback the intermediate image and
create a new texture containing the low-resolution
image. Instead of using a separate pbuffer, it is also
possible to use a part of the frame buffer itself and
perform the readback from it.

According to the documentation for the Axim
X51v, the creation of a pbuffer is not supported.
However, all required commands are implemented
and work �ne for our volume renderer. Our per-
formance tests show that using a pbuffer is much
faster than using the frame buffer. When employ-
ing a pbuffer, you can either use the same context
used for the frame buffer, or create a separate con-
text. This separate context can share the OpenGL
states and texture data with the context of the frame
buffer, which would otherwise require a second rep-
resentation of all textures in graphics memory.

A naive implementation of low-resolution ren-
dering draws all graphical elements into the pbuffer:
the volume dataset and additional visual cues and
objects, including the coordinate axes and the
bounding box. After image readback, the scaled-
up and bilinearly �ltered image is displayed on the
high-resolution screen.

Hybrid Low/High-Resolution Rendering. The
scaled-up image of the bounding box, the coor-
dinate axes lines, and possibly other supporting
graphical elements contains blocky and blurred ver-
sions of those lines due to the intrinsically low res-
olution. These artifacts lead to low visual quality,
which is disturbing for the user. In contrast, the
low-resolution rendering of the volume dataset is
much less disturbing because volume-rendered im-
ages typically contain less of high spatial frequen-
cies with respect to the image plane.

We propose the following solution: the volume
dataset is rendered into a low-resolution intermedi-
ate image (as described above), whereas the addi-
tional line geometries are directly rendered on the

high-resolution screen, with the native resolution of
the screen. Those lines could be just drawn on top
of the volume-rendered images; however, this ap-
proach would not guarantee correct depth sorting so
that partial occlusion of the lines within and behind
the volume would be lost as a perceptual depth cue.
This problem applies to any graphics located within
or behind the volume.

Completely correct depth sorting would require
the storage of the whole depth structure of the vol-
ume, which would more than use up the perfor-
mance gain from reduced-resolution volume ren-
dering. Therefore, we propose the following ap-
proximate solutions that lead to good visual quality
in typical scenarios.

The �rst solution employs a buffer with al-
pha channel to determine the opacity of the low-
resolution image of the volume. During subsequent
line rendering, the opacity image is used to attenu-
ate the RGB values of background lines according
to respective alpha blending. Foreground lines are
rendered without blending. This method allows cor-
rect blending with objects behind the volume or in
front of the volume. Only lines through the volume,
like the coordinate axes, are not handled correctly.
Unfortunately, this method cannot be implemented
on the Axim X51v because neither the pbuffer nor
the frame buffer support an alpha channel.

Therefore, we propose the following alternative
methods to determine an estimate for the opacity
image. One possibility is to render the volume in
a second pass in front of a black background, us-
ing a completely white volume with only the cor-
responding alpha value of the slices (given by the
transfer function). After blending, the opacity of
the volume image is stored for each pixel in color
channels of the render buffer, and can be used to
blend the low-resolution image of the volume with
objects in the background. The same is possible
by using a completely black volume in front of a
white background, which would calculate the trans-
parency (i.e., one minus alpha). Both methods re-
quire a second texture representation of the volume
with luminance/alpha format, and thus, 50 percent
more texture memory for the volume textures.

Another possibility is to render the volume with
its regular 2D texture slices twice in front of a black
and white background. Typically, the in�uence of
the background on the �nal image is weighted by
the transparency of the in-between volume. There-



Figure 2: Opacity estimation for hybrid low/high-resolution rendering. Thewhite lines of the bounding box
show the effect of blending. Left: ground truth image for reference.Middle: hybrid low/high-resolution
rendering with opacity estimation based on the perception-oriented luminance computation. Right: opacity
estimation using RGB averaging. Red arrows indicate different artifacts for the two luminance models.

fore, the difference between the images with the
black and white background provides a measure for
transparency. For example, if the volume has opac-
ity avol and colorscvol, the color channels for the
images of the volume in front of the black and white
background contain

cwhiteBG = cvol + 1� (1� avol)

cblackBG= cvol + 0� (1� avol) ;

which allows us to compute the opacity of the vol-
ume:

avol = 1� (cwhiteBG� cblackBG) :

The third alternative estimates the opacity of the
volume only based on the luminance of its image
in order to avoid rendering the low-resolution vol-
ume twice. Our heuristic is that a pixel with a high
luminance also has a large opacity. This heuristic is
based on the fact that typical back-to-front blending
with the (GL ALPHA, GL ONE MINUS ALPHA)
blending function favors high luminance in regions
of high opacity due to the GLALPHA weight.
The luminance is computed by either averaging the
RGB values or employing the perception-oriented
luminance expression 0:3R+ 0:59G+ 0:11B.

Figure 2 compares the two luminance models for
opacity estimation. The comparison with the high-
resolution ground truth shows that both approxi-
mative models provide reasonable image quality.

However, both methods might suffer from the prob-
lem that dark or red, green, and blue regions of the
volume are generally assumed to be too transpar-
ent, whereas brighter or yellow, cyan, and magenta
regions tend to be displayed with too high opacity.
From our tests, we could not identify any system-
atic advantage for any of the two luminance models;
speci�c differences in image quality mainly depend
on the transfer function.

5 Evaluation and Results

Test Conditions. Performance tests are based on
our implementation, compiled in Visual Studio
2005 with whole program optimization enabled and
with linktime code generation and settings opti-
mized for speed. Other programs on the PDA can
have a great impact on the performance of the ren-
derer. Especially the presence of Microsoft Ac-
tiveSync, which is required for the connection to the
PC, reduces the frame rate substantially, but also ac-
tivated Bluetooth or wireless LAN have some in�u-
ence. To reduce these negative side effects, the test
version was transferred to the PDA and a hardware
reset was performed afterwards. Then, the device
was used without power or network connection to
run the performance tests.

Rendering times were averaged over 16 frames.
Additionally, we measured these values for at least
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Figure 3: Impact of volume resolution on render-
ing time. The viewing direction is along the z-axis.
The number of slices has a strongly linear in�uence
on the rendering time, whereas the resolution of the
slices has only minimal impact.

80 frames to ensure that there were not any varia-
tions. Unless otherwise noted, we used the texture
atlas approach with RGBA format with 8 bits per
channel. The transfer function editor, the bound-
ing box, and coordinate axes were visible during the
tests.

Core Rendering Performance. Our test shows
that rendering times are directly linear with the total
number of fragments. This number mainly depends
on the number of slices of the volume, and their size
on the screen. Figure 3 displays the rendering times
for different volume resolutions and, thus, for dif-
ferent numbers of slices. In the test for Figure 4,
we vary the size of the viewport, which leads to a
varying number of fragments per slice.

Low-Resolution Rendering. As described in
Section 4 (“Low-resolution rendering”), there are
three implementation options for rendering with re-
duced resolution. Our measurements show that the
fastest method is to reuse the render context of
the frame buffer for the pbuffer, which takes about
60 ms for rendering, readback, creating the texture,
and displaying the result. Employing a separate
context with shared data for the pbuffer or employ-
ing the frame buffer takes about 10 ms longer.

To choose the right resolution for the pbuffer, we
have tested different values ranging from 16� 16 to
512� 512. For small resolutions, the time for ren-
dering into the pbuffer dominates the frame rate.
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Figure 4: Impact of viewport size on rendering
time. 100 percent corresponds to 480� 640 view-
port size. The scale is adjusted to the number of
pixels. Both test scenes show a linear behavior with
respect to the number of pixels.

When using a larger pbuffer resolution, the time
for the texture creation rises and might consume
about one third of the total time, depending on the
scene. For most scenes, rendering with a rather high
pbuffer resolution of 2562 or 256� 512 is already
faster than rendering directly into the frame buffer
at full resolution without using the low-resolution
approach. A size of 1282 is good compromise be-
tween speed and quality. For scaling up the result
to the �nal image size, we use bilinear texture in-
terpolation. This improves the quality of the image
compared with nearest-neighbor interpolation, and
it has no impact on rendering times because of the
hardware support for texture �ltering.

The closeup view of the “brain” dataset in Fig-
ure 5 (left) is a challenging test case due to its high
rasterization load. By using the 1282 pbuffer res-
olution, we achieve a total render time of 101 ms,
which allows for interactive camera manipulation.
In contrast, the full resolution image with 480� 640
takes 652 ms for rendering.

Texture Atlas Effects. The use of a texture at-
las has nearly no effect on rendering time: the
difference was hardly measurable and is less than
0.01 fps. On the one hand, a texture atlas requires
more main memory during texture creation. On the
other hand, the texture atlas allows the handling of
non-power-of-two slices without wasting too much
texture memory. Since texture memory is more crit-
ical, we think that the advantage of the texture atlas



Figure 5: The closeup camera in the “brain” dataset (resolution 643). Nearly all slices of the volume cover
the whole screen, which leads to a large number of fragments. Left: highresolution rendered in the frame
buffer with resolution 480� 640 in 652 ms. Right: scaled-up image, rendered in a pbuffer with resolution
1282, and displayed in the frame buffer in 101 ms total time.

outweighs its disadvantage of the higher main mem-
ory costs.

Effect of Compressed Paletted Textures. The
use of compressed paletted textures for the volume
slices usually is only a few milliseconds slower than
RGBA textures for rendering. This corresponds
to our assumption that these textures are uncom-
pressed during texture upload. On the other hand,
the compressed format leads to much faster texture
updates, as demonstrated in Figure 6. We suspect
that this effect might be caused by the smaller foot-
print of the texture in main memory, which allows a
faster creation of the texture data.

6 Conclusion and Future Work

We have presented a rendering technique for in-
teractive volume visualization on mobile devices,
which avoids problems of network latency known
from previous client-server methods. As demon-
strated with the Axim X50v/X51v test platform,
mobile devices with basic graphics functionality are
capable of fast, native volume rendering as long
as 2D texture mapping is supported in hardware.
Our performance tests con�rm several expected
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Figure 6: Comparison between the times for the up-
date of the slice textures for different resolutions of
the volume. The times include the creation of all
textures in the main memory and their upload to
graphics memory.

kinds of behavior, such as linear increase in render
time with the number of fragments (i.e., rendering
is rasterization-bound). However, there are unex-
pected results as well, such as the relatively low
speed of texture atlases and the behavior of com-
pressed paletted textures in terms of memory con-
sumption and texture upload performance. Some of



our design and implementation choices were caused
by the speci�c limitations of the Axim X51v test
platform. However, many hardware restrictions will
remain on other upcoming devices and, thus, our so-
lutions will be instrumental for interactive volume
rendering on those devices as well. In particular,
many restrictions are part of the OpenGL ES 1.0
and 1.1 speci�cations and will stay for some time.
Therefore, our proposed approach to accelerating
2D slicing by adaptive screen-resolution rendering
and by utilizing paletted and compressed texture
formats will be useful on a large range of devices.
In particular, hybrid low/high-resolution rendering
is interesting because it provides a good compro-
mise between image quality and interactivity.

In future work, upcoming mobile devices could
be investigated to see whether parts of the volume-
rendering pipeline could make use of future graph-
ics functionality. In particular, volume rendering
might bene�t from shader support in OpenGL ES
2.0. Another aspect of future research could be
to look into the energy consumption of volume-
rendering algorithms—with the goal of optimizing
the rendering process for low energy consumption.
Finally, improved user interaction models could be
developed and evaluated speci�cally for volume
rendering on devices with small form factors.

References
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