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Summary . lterativ e twofold convolution is proposed as an e cien t high-quality
two-stage Itering method for dense texture-based vector eld visualization. The
rst stage employs a compact lIter, evaluated via Lagrangian particle tracing. This
stage facilitates a exible design of Iters and is a means of avoiding numerical
di usion. The second stage uses semi-Lagrangian texture advection with iterativ e
alpha blending to e cien tly implement a large-scaleexponertial Iter. A discussion
of frequency-spaceproperties and adequate sampling rates shows that this order of
convolution operations permits large integration step sizeswithout loss of quality.
Twofold convolution canbe usedfor steady and unsteady vector elds, dye and noise
advection, aswell asvector elds on at manifolds or curved surfaces.The proposed
approach is prepared for an e cien t GPU implementation to achieve interactive
visualizations.
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1 Intro duction

Vector eld visualization plays an important role in computer graphics and
in various scierti ¢ and engineeringdisciplines alike. For example, the analy-
sis of computational uid dynamics (CFD) simulations in the aerospaceand
automotive industries relies on e ectiv e visual represenations. Another eld
of application is the visualization of surface shape by emphasizingprincipal
curvature vector elds [6].

This paper focuseson texture-based vector eld represenations that
densely cover the domain with particle traces. The fundamenal idea is to
introduce high correlation along particle traces by ltering an input noise
texture alongthesetraces,which can, e.g.,be achieved by Line Integral Convo-
lution (LIC) [2]. This correlation along lines is neededfor the human obsener
to be able to recognizethem.
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Filtering is an important operation in various applications. Texture |-
tering [8] is a typical example in the eld of computer graphics. Filtering
technigues, in general, have to addressthe following issues:(i) quality and
properties of the lter, (ii) accuracyof the computation, and (iii) e ciency of
the computation. This paper covers all three issuesin the speci c corntext of
convolution along curves.

The starting point for the discussionis iterativ e alpha blending, which
is often used for interactive vector eld visualization [10, 19]. This kind of
Itering method just operateson data for the current time step and, there-
fore, is very fast and memory-friendly, which is particularly important for
time-dependert vector elds. However, iterativ e alpha blending is a ected by
rather bad quality due to the restriction to an exponertial Iter kernel (see
Appendix A) and numerical di usion from semi-Lagrangianadvection [21]. In
cortrast, direct corvolution with completely Lagrangian particle tracing [22]
is not subject to these problems but is much more costly.

The objective of this paper is to conbine the performancebene ts of it-
erative alpha blending with the high quality and exibilit y of Lagrangian
particle tracing. This goal is achieved by introducing iterativ e twofold con-
volution, which consistsof two corvolution stages.The rst stage applies a
user-speci ed compact Iter kernel, basedon Lagrangian particle tracing. The
subsequehn iterativ e alpha blending works on the pre Itered texture and is re-
sponsible for a large-scaleexponertial lter.

After briey reviewing previouswork in Section2, a cortin uousdescription
of the Iter processis presened, including a discussionof lters in frequency
space(Section 3). Section4 focuseson a discrete numerical solution and pays
special attention to sampling aspectsin order to avoid aliasing artifacts. It is
shown that the idea of twofold convolution can be used for steady and un-
steady vector elds, dye and noise advection, as well as vector elds on at
manifolds or curved surfaces(Section 5). A detailed discussionof performance
behavior, memory footprint, and obtained visualization quality followsin Sec-
tion 6. Section 7 demonstratesthat the proposedapproad is prepared for an
e cien t GPU implementation to achieve interactive visualizations. The paper
closeswith a short conclusionand an outlook on possiblefuture work.

2 Previous Work

A large body of researd has beenpublished on noise-basedand densevector
eld visualization. Comprehensie presenations can be found in the review
articles by Sannaet al. [15], Larameeet al. [11], and Erlebacher et al. [4]. Spot
noise[18] and Line Integral Convolution (LIC) [2] are early texture-synthesis
techniques for dense ow represenations and sene as the basis for many
subsequeh papers that provide a variety of extensionsand improvemerts to
these original methods. Many recert techniques are basedon the closely re-
lated concept of texture advection, of which the basic idea is to represett
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a densecollection of particles in a texture and transport this texture along
the vector eld [13]. Lagrangian-Eulerian Advection (LEA) [10] employs a La-
grangianintegration of particle positions and an Eulerian advection of particle
colors. Image Based Flow Visualization (IBFV) [19] is a variant of 2D tex-
ture advection in which a secondtexture is blendedinto the advectedtexture
at ead time step. While LEA and IBFV employ iterativ e alpha blending to
compute the line integral convolution with an exponertial Iter, a permanert
re-computation of the completeintegral is usedwithin a spacetimeframework
for texture-basedvector eld visualization [22].

Jobard et al. [10] combine the LEA method with LIC post ltering to
remove aliasing artifacts. Similarly, Okada and Lane [14] apply LIC twice
in the form of \double LIC". Both articles contain the same basic idea as
this paper|the subsequeh application of two convolution steps. However,
they focuson other aspects of vector eld visualization and, therefore, do not
discussthe mathematical badkground, the quality issuesof lter design,and
e ciency improvemens, asit is donein this paper. In another related paper,
Hegeand Stalling [9] expressthe corvolution integral asa linear combination
of repeated integrals to derive a general Fast LIC algorithm for piecewise
polynomial lter kernels.

The performanceand quality of Itering hasbeenextensiwely investigated
in the context of texture ltering; see,e.g.,the survey by Hedbert [8]. Par-
ticularly interesting is the e cien t computation of convolution with large I-
ter kernels, without the time-consuming transformation to and from Fourier
space.Ane lters, for example,can be realized by repeated integration [7],
which generalizesthe idea of summed-areatables [3]. A related method im-
plemerts large linear lters by adding up the translated outputs of sum-box
Iters [16]. Unfortunately, most optimization strategiesfor 2D texture Itering
cannot be directly applied to corvolution along curved lines becausecrucial
underlying assumptionscannot be met.

3 Contin uous Tw ofold Convolution along Straigh tened
Lines

Line integral cornvolution [2, 17] evaluates the integral

s@Le
D(r) = R(s so)T( (s))ds ; (1)
so Ls

to compute a gray-scale value in the visualization image D at position r.
Vectors are generally denoted by boldface letters and, typically, exist in 2D
or 3D Cartesian space.The Iter kernelis described by K(s) and has support
[ Ls;Le]- The streamline is parameterized by arc length s and yields the
position (sg) = r. A streamline is computed from a given vector eld u by
solving the ordinary di erential equation
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IO u(y @
with the initial condition ( o) = r. In general, doesnot provide an arc-
length parametrization. However, can be transformed to an arc-length pa-
rameter s by reparametrization. Arc-length parametrization can be directly
obtained from the alternativ e de nition of a streamline accordingto

d(s)_ uC(s) .
ds  ju( (s))j

with the initial value (sg) = r. Here,the streamlineis traced in a normalized
vector eld.

For the time being, the original de nition of line integral convolution is
reformulated to facilitate a direct application of Fourier and corvolution the-
ory. A continuous vector eld can be straightened in a neighborhood of r if
there is no critical point at r [5]. The idea of straightening is adopted for sin-
gle streamlinesthat are treated individually and independertly. It is assumed
that the straightening processresults in a cortin uous deformation of the orig-
inal streamline so that (s) becomesa straight line along the x axis, still
parameterizedby arc length. When this straightening is feasiblefor the com-
plete domain of the line integral, the original Equation (1) can be rewritten
as

(22)

XFLe
d(x) = R( x)t()d
X Lsg

The lower-caseletters d and t indicate the analogsof the respective upper-case
terms from Eq. (1) after straightening. By replacing

k(x) = R( x)

and thanks to the nite support of k(x), the LIC computation is obtained as
1D corwvolution:
Z 1
de =t K= ke tOd 3)

Twofold corvolution appliesa secondcorvolution operation to an already
ltered image. Since convolution is ass@iative, twofold corvolution with ker-
nelsk and

d=(t k) =t (k ) ;

can be regarded as a single convolution of the input texture t with the com-
bined kernelk = (k).

In this paper, the second-stagecorvolution is always based on iterativ e
alpha blending and, therefore, the lter kernel is xed to an exponerial
function. As shown in Appendix A and [4], the rst-order approximation of
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Fig. 1. Modulus, real, and imaginary parts of the Fourier transform Fex ( ) for the
exponertial lter fexp (X) = exp( 2 ox)H(x) with o= 1.

the normalizedexponertial Iter exp( x) correspondsto an iterativ e alpha
blending with = x , where x is the discretization step length along the
x axis. The exponertial Iter is de ned for all positive valuesx and can be
described by the Fourier transform pair

1 i

a2 - 0 .
fexp(X) = € = °XH(X) ! Fexp( ) = > 2% g"' > 7% z (4)
with 2 ¢ = , and without normalization. H (x) is the Heaviside function.

Appendix B derivesthe Fourier transform of the exponertial Iter. In general,
upper-caseletters denote a function in frequency spaceand lower-caseletters
in the time domain. The complexmodulus of Fey, ( )|its  power spectrum|is

Fool = 5 Py ©
Figure 1 illustrates modulus, real, and imaginary parts of the Fourier trans-
form of the exponertial function. Note that the real part of Feyp ( ) isaLorentz
function.

The frequencydomain is adequateto assesshe quality of a Iter kernelin
the context of densevector eld visualization. The fundamertal idea behind
any denserepresertation is to introducehigh correlation along streamlinesand
no correlation perpendicular to streamlines. In this way, information about
di erent streamlinesis optimally encaded|in the form of missing correlation
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betweentheselines. In cortrast, correlation alonglinesis neededfor the human
obsener to be able to recognizethese curves.

The convolution Equation (3) doesnot changethe frequencyspectrum per-
pendicular to the x axis, i.e., the spectrum of the input texture remainsinvari-
ant for any direction that is perpendicular to the x direction. Therefore, the
input texture should contain high frequenciesto achieve uncorrelated neigh-
boring streamlines. The input texture is usually generated as band-limited
noiseto avoid aliasing artifacts in a discrete setting (seeSection4). The con-
volution processtargets a removal of high frequencies|it seresasa low-pass
Iter along streamlines. The corvolution theorem relates corvolution in the
time domain to multiplication in frequency space,

f) o) ' F()G()

Although the input texture t is band-limited, it usually contains a rather high
maximum frequency A nal low-frequencyimage can only be obtained with
a Iter kernelthat hasa su cien tly fast fall-o in frequency space.

Twofold convolution provides exibilit y in choosing the Iter function k
and the combined kernel K. This is important becausethe exponertial kernel

has a rather slow fall-o characteristic: Its power spectrum, Eq. (5), di-
minishesinverselywith frequencyonly to the rst power. Therefore, methods
that only employ an exponertial Iter retain much high-frequencynoisealong
streamlines.An important bene t of twofold cornvolution is that the additional
kernel k can be chosento designan overall Iter with a better fall-o behav-
ior. The Bartlett (or triangular) window, which has nite support in the time
domain, is a typical example for such a Iter kernel. The Fourier transform
pair of the normalized Bartlett function of total width 2w is

( Wj Xj g s .
fbartlett (X) = w? ff JXJ W ! Fbartlett ( ): SinCZ(W ) ;
0 if jxj > w
with sinc(x) = sin( x)=( x) [1].

The power spectrum of the Bartlett window attenuatesinverselywith fre-
quencyto the secondpower. Therefore, the Fourier transform of the combined
Iter, which is the product of the Fourier transforms of the exponertial and
Bartlett functions, has an even more pronouncedfall-o. Other kernels, such
as Hamming or Gaussianwindows, could also be applied to reduce high fre-
quencies.All these lters have in common a cortinuous kernel function. In
contrast, the exponertial lter hasa discortinuous onset at its origin, which
contributes much high-frequency energy A purely iterative computation of
the exponertial Iter, howewver, doesnot permit to changethis fact.

Actual Iter design can be performed in two di erent ways. The three
lter kernels are related to ead other accordingto K = (k). Only is
xed to an exponertial function. Either the overall lter K canbe speci ed, or
the rst-stage convolution lter k. From a user-given Kk, k is best determined
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in frequency space,in which convolution correspondsto an easily invertible
multiplication.

4 Discretization and Sampling

A vector eld visualization algorithm usually discretizesthe cortinuous con-
volution processto compute imagesnumerically. The discretization typically
comprisestwo elemerns: (i) the approximation of the convolution integral by
a Riemann sum, and (ii) an explicit integration schemefor Eq. (2) to compute
streamlines (s) asbasisfor straightening.

We rst addressthe approximation of the integral according to the Rie-
mann sum X
d(x) k(x ()

J
Here, a constart sampling rate is assumedso that the sampling positions
are equidistart, i.e., ; = j . The summation involves a sampling of the
input texture and, therefore, the samplingtheorem hasto be applied to ensure
an adequatesampling rate. According to the sampling theorem, the sampling
frequency has to be at least the Nyquist frequency nyquist = 2 max. Where
max IS the maximum frequency of the band-limited signal.

Twofold corvolution rst appliesthe Iter k to the input texture t, and
then the lter to the result of the rst corvolution. Therefore, the rst
convolution step is governed by the Nyquist frequency 2 ;, where ; is the
maximum frequencyof t. The input texture t is typically createdin a prepro-
cessingstep, basedon accurate ltering. Therefore, ; should be well known,
and the sampling rate for the rst corvolution can be setto = 1=2 ).

The secondconvolution, implemented as iterativ e alpha blending, applies
the Iter  to the result of the rst corvolution stage,f = t k. The maximum
frequency of this input data is given by the minimum of ; and , where

k is the maximum frequency of the kernel function k. The kernel k is typi-
cally chosensothat  is much smallerthan ;. In practice,  is often setto
the frequency at which the cortribution to the Fourier transform K becomes
negligible. Accordingly, the sampling distancefor the secondcorvolution com-
putation canbesetto x = 1=(2 ), which is larger than for the rst corvo-
lution step. Twofold corvolution allows us to uselarger integration steps for
iterativ e alpha blending when comparedto previous methods that rely on the
exponertial Iter only. To achieve preciseresults, the actual blending equation
is not basedon standard alpha blending, d(x) = f(x) + (1 )d(x  x ),
but on the more accurate expression

dx)= f(x)+e dx x) , wth = x (6)

which is derived in Appendix A. The data ow for the complete twofold con-
volution processis depicted in Figure 2.
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Fig. 2. Data o w for twofold convolution.

The other numerical issue concernsthe explicit integration scheme that
solvesthe ordinary di erential Equation (2) to determine streamlinesand the
corresponding straightening. When taking into accourt the straightening of
the actual nD vector eld, the term (x X ) in EqQ. (6) correspondsto the
badkward integration of a particle trace for one integration step. The often-
used Euler integration just needsthe vector eld at the current time step
(this is true even for time-dependert data, see Section 5). The evaluation
of d(x x ) correspondsto accessingthe display texture d at the previous
time step. Sincethe display texture is stored in discrete form on a uniform
grid (i.e., atexture) and (x  x ) usually doesnot correspond to grid point
positions, the accessrequires an interpolation scheme. Tensor-praduct linear
interpolations are usually employed for resampling.

The great advantage of this semi-Lagrangian advection scheme is that
the display texture d, the input texture f, and the vector eld needto be
stored only for the current integration step. Previous computations can be
overridden and data from earlier time stepscan be releasedfrom memory. A
major disadvantage is numerical di usion, causedby a cortin uousresampling
of the display eld [21].

The degreeof arti cial diusion increaseswith the number of resampling
operations. Twofold integration signi cantly reducesthis artifact by decreas-
ing the number of integration and resampling steps during iterativ e alpha
blending. Furthermore, direct corvolution for the rst cornvolution stage has
to evaluate all previous positions in t along the support of the lter kernel k
and, therefore, anyway requires a completely Lagrangian integration, which
is not a ected by numerical di usion.

Another bene cial feature of twofold integration is the possibility to reuse
results of streamline computation. The direct corvolution for the rst stage
covers a nite distance in space|the support of k|in which sewral nely
spacedstreamline locations are computed. The secondcornvolution with the
exponertial Iter just needsa single backward particle-tracing step. The ex-
tent of this badkward integration lies within already computed streamline
positions from the rst cornvolution.

The Bartlett window can be usedto illustrate this behavior. The Fourier
transform of the Bartlett window of total width 2w hasits rst zerocrossingat
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bartlett = 1=W. ASSUMING partett @S (@pproximate) maximum frequency the
integration step sizefor the exponertial Iter shouldbe x = w=2. This isone
half of the maximum distancethat hasbeencomputed during the Lagrangian
integration, which covers a distance w in positive and negative directions.
Other compact lters k have a similar qualitativ e behavior. In any case,
the accurately computed streamlinesfrom the rst convolution stage can be
directly usedfor an accurate semi-Lagrangianintegration of the secondcon-
volution.

5 Extended Scenarios

This section extends the elds of application of twofold convolution beyond
the visualization of LIC-lik e streamlines.

The rst extensioneliminates the restriction to an arc-length parametriza-
tion of streamlines.For example,the magnitude of the vector eld canbeused
as a measurefor the velocity of the parametrization in order to visualize dif-
ferent speedsby dierent lengths of streamline streaks. This extension does
not require any modi cation of the actual convolution methods. Only particle
tracing is slightly changedto take into accourt a varying spacing of stream-
line positions. A side e ect is that the spatial frequency of the input texture
t is modied by straightening. The maximum frequency after straightening
should be usedto determine the sampling distance during corvolution in or-
der to avoid aliasing.

This sampling distance can be easily computed for a velocity-basedstream-
line parametrization. A single Euler step of streamline integration covers a
length hjuj, where u is the current vector eld value and h the Euler step
size.Let umax be the maximum magnitude of the vector eld. Then, humax
is the maximum integration distance, which must not exceedthe reciprocal
of the Nyquist frequency of the input texture, nyquist - Consequetly, the Eu-
ler step size should be chosenas h = 1=( nyquist Umax) t0 avoid aliasing. An
analogousreasoningis possiblefor any other particle tracing scheme.

Critical points of a vector eld are another aspect that has not beencov-
ered so far. Streamline straightening breaks down at critical points because
streamline integration cannot crossthesepoints. A possiblesolution would be
to stop the complete integration and convolution processat critical points,
but this solution has not yet beenimplemented.

Another extension includes the visualization of time-dependert vector
elds. IBFV [19] and LEA [1(] produce streakline-like structures for unsteady
ow elds [4]. Analogously, twofold convolution canbereadily applied to time-
dependen vector elds. The only modi cation concernsthe computation of
convolution lines. Here, the time dependencyof the vector eld hasto betaken
into accourt to compute streaklines instead of streamlines. A closely related
extensionallows for time-dependert input (noise) textures. Their time depen-
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dency hasto be consideredduring the rst convolution stageby sampling at
adequatespatial and temporal locations.

A fundamertal problem of streakline-basedconvolution is the fact that
streaklines can crosseadt other. At a xed time, a neighboring point B on a
streakline that endsat point A may bethe ending point for a completely di er-
ent streakline. For example,a rotating uniform 2D ow (cos ;sin ) (where
is time) leadsto circular streaklinesof constart radius. Thesecircular streak-
lines exist at any point of the domain and, therefore, denselycrossead other.
In this case,the model of correlation along curvesbreaksdown becauseneigh-
boring points on curves do not receiw a related value from the cornvolution
integral. This problem a ects not only twofold convolution, but any streakline-
oriented noise-basedrector eld visualization. A good solution is to reducethe
density of the visual represertation similarly to Oriented LIC (OLIC) [20]. A
sparseinput texture leadsto sparseand individually distinguishable streak-
lines after corvolution. In this case,the display of a streakline is not \di-
luted” by neighboring texels. This approad is particularly e ectiv e for short
streaklines|streaklets|whic h reducethe probability of mutual crossing.

Dye advection is an examplefor an extremely sparsevector eld represen-
tation. Similarly to dye advection in IBFV and LEA, either a very slow fall-o
of the exponertial lter is chosenor no fade-out is applied at all. Otherwise,
there is no changerequired for dye advection via twofold convolution.

Finally, twofold convolution can be extended to vector elds on curved
surfaces.Adopting the idea of image-spaceadvection [12], a 3D vector eld
is rst projected onto the image plane. In the secondstep, 2D vector eld
visualization is applied to the projected vector eld. This 2D visualization
candirectly be generatedby twofold convolution working on the image plane.
Howewer, the use of hybrid image-space/olject-spacelLagrangian integration
is favorable for the rst convolution stage becauseof seweral quality improve-
mernts described in previous work [23].

6 Discussion of Costs and Qualit y

This section discussesthe performance behavior and memory footprint of
twofold convolution. Issuesof visualization quality are alsotakeninto accourt.

Performance characteristics are considered rst. A constart lter length
and a constart sampling rate are assumedfor the rst cornvolution stage(i.e.,
the direct convolution). Therefore, the total number of sampling steps per
convolution is xed to ngiect - Then, the total computation time for this part
is estimated as

Ndirect (taccum * tobe)
where tope is the time neededfor one numerical integration step for the

ordinary di erential equation (ODE) from Eq. (2) and taccum is the time for
oneaccunulation operation for the Riemann sum of the convolution integral.
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The secondpart reusesthe above ODE computation and just executesone
alpha-blending operation. The total time for this part is estimated astyjeng -
To roughly comparethese performance coststo those for purely iterativ e
alpha blending, the following assumptions are made. As illustrated for the
Bartlett window in Section 4, a symmetric lter kernel k of total width 2w
is assumedto result in a sampling distance w=2 for the secondcornvolution
stage.With the sameODE integration step sizeas above, we have to perform
purely iterativ e alpha blending (ngirect =4) times to cover the samedistance as
before. Accordingly, the total time for purely iterativ e alpha blending would

be
1

anirect (tolend + tope)

Neglecting the di erence betweentpeng and taceum , the estimatesfor compu-
tation times approximately form a 1:4ratio for purely iterativ e alpha blending
vs. twofold corvolution. A comparisonwith completely Lagrangian schemes
is not possible becauselLagrangian integration hardly supports exponertial

Iters.

The memory footprint of twofold corvolution is determined by the follow-
ing aspects. Memory arrays in nD (for an nD vector eld) are required to
store accunulated gray-scale values and intermediate coordinates from La-
grangian ODE integration. A constart and very small number of thesearrays
is needed.Details are discussedfor an actual GPU implemertation in Sec-
tion 7. Purely iterativ e alpha blending has comparablememory requiremerts.
For time-dependert vector elds and input (noise) textures, howewver, twofold
convolution has a higher memory footprint becauseit needsaccessto both
typesof nD data structures for the time spancoveredby the rst convolution
stage. Thesememory costscan be cortrolled by the sizeof the Iter kernel k.

The last part of this section covers visualization quality. Compared to
purely iterativ e alpha blending, twofold corvolution has two important ad-
vantages: exible Iter design and reduced numerical diusion. The expo-
nerntial lter leadsto inappropriate high-frequency noisealong streamlinesor
streaklines. This problem is greatly reducedby smoother Iters within twofold
convolution.

Analogously to lter designin frequency space,the exibilit y in choosing
kernel functions can also be useful for Iter designin the time domain. This
designapproadc plays an important role in sparserepresenations that follow
the idea of OLIC [20]. Here, the input texture consistsof isolated injection
points that are transformed into distinguishable streaklines after corvolution.
The texture input is similar to a collection of impulsesand, therefore, the
intensity pro le along a streakline re ects the impulse responseof the lIter.
As this responseis described by the kernel function, a Iter designin the time
domain allows us to directly cortrol the visual represertation of streaklines.

The other quality aspect is connected to numerical diusion by semi-
Lagrangian advection. This di usion is not only along streamlinesor streak-
lines but also perpendicular to them. This artifact removes high frequencies
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perpendicular to convolution curvesand thus reducesthe information cortents
of the visualization. Esserially, the resolution of the vector eld represena-
tion is decreasedand ne details could be glossedover. In cortrast, twofold
integration signi cantly reducesnumerical di usion by decreasingthe number
of resampling stepsduring iterativ e alpha blending.

Twofold convolution is related to post Itering for LEA [10], wherea LIC
Iter for atime-independert \frozen" vector eld is applied after an iterativ e
alpha blending basedon LEA. As pointed out by Erlebacher et al. [4], LEA
generates(inverse) streaklines. Both streaklines and pathlines are di erent
from streamlinesfor unsteady o w. Twofold corvolution computesstreaklines
in both cornvolution stagesand therefore achievesan appropriate overall con-
volution along consisteri curves. In addition, twofold convolution can reuse
ODE integration results for the large exponertial lter, which is not possible
with LEA post ltering. Similarly, \double LIC" by Okada and Lane [14] nei-
ther reusesODE results nor exploits a reduced sampling rate for the second
cornvolution computation.

7 Implemen tation and Results

The GPU implementation of twofold corwvolution is based on C++ and
DirectX 9.0, and was tested on Windows XP macdines with ATl Radeon
9800 XT (256 MB), ATl Radeon X800 XT Platinum Edition (256 MB), and
NVIDIA GeForce 6800 Ultra (256 MB) GPUs. GPU states and programs
(i.e., vertex and pixel shader programs) are con gured within e ect les. A
change of this con guration can be incorporated by modifying the clear-text
e ect les, without recompiling the C++ code. Shader programs are partly
formulated with high-level shading language (HLSL), partly as assenbler-
level programs. Most elemeris of the visualization algorithms take placeon a
texel-by-texel level. This essetially reducesthe role of the surrounding C++
program to allocating memory for the required textures and executing the
pixel shader programs by drawing single domain- lling quadrilaterals. The
shaderprograms require the functionality of a DirectX 9.0 compliant GPU.
Lagrangian integration in Cartesian 2D spacemakesuse of a previous im-
plemertation that already supports arbitrary user-de ned lter kernels[22)].
Any texture-related data is stored in 2D textures; a time-dependent vector
eld is represerted by a stack of 2D textures. Multi-pass rendering is employed
to compute particle tracing and simultaneously accurrulate the gray-scalecon-
tributions to the corvolution integral. Intermediate positions along particle
tracesare held in a coordinate array, accunulated gray-scalevaluesin a prop-
erty texture. Both textures are updated according to ping-pong rendering,
utilizing render-to-texture functionality. Alternativ ely, multi-pass rendering
can be replaced by a loop in the pixel shaderthat computesthe complete
particle trace and the corvolution integral in a single render passon a Shader
Model 3 compliant GPU such as an NVIDIA GeForce 6800 Ultra. The sec-
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ond cornvolution stage accesses coordinate array with previously computed
particle positions and applies alpha blending basedon the property texture.
The property texture has 16-bit resolution to allow for an adequateaccuracy
for the Riemann sum of a large number of samplesalong a convolution curve.
A 16-bit texture format is also usedto represen coordinate arrays and the
vector eld, while 8-bit resolution is su cien t for input noisetextures.

The implementation of the rst convolution stage for vector elds on
curved surfacesis adopted from previous work [23]. 32-bit oating-p oint tex-
tures are usedto represen coordinates during particle integration, 16-bit tex-
tures are usedfor the accunulated gray-scalevaluesand the ow data alike,
and the input noiseis held in an 8-bit texture. The secondcorvolution stage
works directly on the image plane and is analogousto the secondstagefor 2D
Cartesian vector eld visualization.

Figure 3 shaws results of GPU-based dense2D vector eld visualization,
basedon various parameter settings. Histogram equalization is applied to all
images.The vector eld originates from a numerical simulation of convection
ow on a uniform grid. Low-pass Itered white noise (Figure 3 (a)) is used
asinput texture. Figure 3 (b) shows the intermediate result of the rst stage
of twofold corvolution. Here, a Bartlett window is applied with sampling at
2 10positions (the factor 2 indicatesthat the lter kernelis symmetric). Fig-
ure 3 (c) displays the nal visualization generatedby twofold convolution. In
contrast, Figures 3 (d){(f ) are produced by purely iterativ e alpha blending.
Figure 3 (d) usesthe same small sampling distance as in the rst stage of
twofold corwvolution to avoid aliasing artifacts; the alpha blending factor is
modi ed to resenble Figure 3 (c). Therefore, Figures 3 (c) and (d) should be
examinedfor a faithful comparisonbetweentwofold corvolution and purely it-
erative alpha blending. This comparisondemonstratesthat iterativ e blending
providesrather poor quality and, therefore, supports the theoretical discussion
of quality from Section 6. Figure 3 (e) usesthe samelarge sampling distance
and alpha factor asfor the secondstageof twofold corvolution; se\erealiasing
artifacts occur due to missing pre Itering. Finally, Figure 3 (f) employs the
same sampling rate asin (b) and (d), along with the alpha value from (e);
this leadsto very short streaks.

Figure 4 shows results of sparse2D vector eld visualization. The same
ow eld and visualization methods are usedasin Figure 3. Histogram equal-
ization is applied to all imagesaswell. Only the input texture is di eren t)it
contains a rather small number of white blobs. In this way, a visualization is
achieved in the tradition of OLIC [2Q]. Figure 4 (a) displays the input texture.
Figure 4 (b) shawsthe intermediate result of the rst stageof twofold convolu-
tion (Bartlett window of size2 10). Figure 4 (c) displays the result of twofold
convolution, while Figures 4 (d){(f ) are produced by purely iterativ e alpha
blending. As before, Figure 4 (d) usesa small sampling distance along with
a modi ed exponertial Iter to resenble the result of twofold convolution.
Figure 4 (e) employs the same sampling distance as for the secondstage of
twofold cornvolution, which leadsto aliasing. Short streaks are generatedby a
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(a) (b)
(c) (d)
(e) ()

Fig. 3. Densevector eld visualization. Image (a) shows the input noise, (b) the
result of the rst stage of twofold convolution, and (c) the nal visualization gener-
ated by twofold convolution. Pictures (d){(f ) are produced by purely iterativ e alpha
blending. Image (d) usesa small sampling distance along with a wide exponertial
Iter to resemnble (c), picture (e) usesa larger sampling distance, and (f) employs a
narrow exponertial lter with a small sampling distance.
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@ (b)
(© (d)
(e) (f)

Fig. 4. Moderately sparse vector eld visualization. Image (a) shows the input
image, (b) the result of the rst stage of twofold convolution, and (c) the nal
visualization generated by twofold convolution. Pictures (d){(f ) are produced by
purely iterativ e alpha blending. Image (d) usesa small sampling distance along with
a wide exponertial Iter to resemnble (c), picture (e) usesa larger sampling distance,
and (f) employs a narrow exponertial Iter with a small sampling distance.
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Fig. 5. Densevector eld visualization on a curved surface, using twofold convolu-
tion.

narrow exponertial lter with small sampling distancein Figure 4 (f). Again,
a comparisonbetweentwofold convolution and purely iterativ e alpha blending
should be basedon Figures 4 (c) and (d). Numerical di usion causedby semi-
Lagrangian texture advection is a most noticeable artifact in Figure 4 (d),
while Figure 4 (c) provides clearly de ned streaks.

Figure 5illustrates densevector eld visualization on curved surfaces.The
vector eld originates from an industrial 3D simulation of air ow around an
automobile. The tangertial componert of this vector eld is extracted at the
surfaceto obtain input data for surface o w visualization. The visualization is
basedon twofold convolution, wherethe rst corvolution stageusesa Bartlett
window with samplingat 2 14 positions.

Figure 6 comparesdi erent methods for vector eld visualization on sur-
faces.Here, the samedata setis shavn asin Figure 5|only the basesurface
is added and the viewpoint is changed. Figure 6 (a) shows the intermediate
result of the rst stageof twofold corvolution. Here, a Bartlett window is ap-
plied with samplingat 2 14 positions. Figure 6 (b) presens the nal result of
twofold convolution. For comparison, Figures 6 (c) and (d) show purely itera-
tive blending with the samealpha factor asin (b). Figure 6 (c) is a ected by
aliasing artifacts becausethe samelarge sampling distance is usedas for the
secondcorvolution stagein (b). Figure 6 (d) is basedon a smaller sampling
distance, which results in short streaks.

Table 1 shaws performancemeasuremets for di erent GPU-based2D vec-
tor eld visualization methods and various parameter settings. The measure-
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@) (b)

(© (d)

Fig. 6. Densevector eld visualization on curved surfaces. Image (a) shows the
intermediate result of the rst stage of twofold convolution, image (b) the nal
result of twofold convolution after the secondconvolution stage. Pictures (c) and (d)
are produced by purely iterativ e alpha blending. Image (c) usesthe same blending
factor and the same large sampling distance as for the secondconvolution stagein
(b), which leadsto aliasing. Image (d) is basedon a smaller sampling distance and
the same blending factor asin (b), resulting in short streaks.
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Table 1. Performance of GPU-based 2D vector eld visualization in frames per
secondon an ATl Radeon 9800 XT GPU.

Domain size 512 1024

Filter length 210 220 210 2 20
Twofold convolution 649 418 169 10.7
Iterativ e blending (raw) 688.0 688.0 1929 1929

Iterativ e blending (normalized) 137.6 68.8 38.6 193

mernts were conducted on a Windows XP machine with ATl Radeon9800XT
GPU (256 MB). The rst corvolution stage makes use of a Bartlett win-
dow that is evaluated at either 2 10 or 2 20 sampling positions. The row
\t wofold convolution" describesthe overall performancefor twofold convolu-
tion, including the two convolution stagesandthe nal display with histogram
equalization. The line \iterativ e blending (raw)" shaws the performance of
purely iterativ e alpha blending with semi-Lagrangiantexture advection, in-
cluding the nal display. Here, the performanceis independen of the Iter
length becauseonly a single texture-advection step is executed.

As discussedin Section 6, purely iterativ e alpha blending hasto be per-
formed (ngirect =4) times to cover the samedistance astwofold advection. This
fact is takeninto accourt in the row \iterativ e blending (normalized)". A fair
comparison between twofold corvolution and iterativ e blending should con-
sider this normalized performance of alpha blending. Then, the performance
numbers roughly showv a 1:2 ratio for twofold convolution vs. purely itera-
tiv e blending, which is even more balancedthan the theoretical estimate from
Section 6. The deviation from the estimate can be primarily explained by the
additional overheadfor the display of intermediate results in purely iterativ e
blending. At large, the performance measuremets demonstrate that twofold
cornvolution achievesa rendering speedcomparableto the fastestknown vector
eld visualization methods.

Similarly to the Cartesian 2D case,the performanceof twofold convolution
on curvedsurfacesis primarily determinedby the costsfor the rst corvolution
stage. As an example, the visualization from Figure 6 (b) is rendered with
5:1 frames per secondon a 95¢° viewport (ATl Radeon X800 XT Platinum
Edition GPU).

8 Conclusion

Iterativ e twofold corvolution has beenintroduced as an e cien t high-quality
two-stage Itering method for densetexture-based vector eld visualization.
The rst stage applies a user-speci ed compact Iter kernel, basedon La-
grangian particle tracing. This stagefacilitates a exible designof Iters and
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avoids numerical di usion. The secondstage applies iterativ e alpha blending
to implement a large-scaleexponertial Iter.

A discussionof frequency-spaceproperties and adequate sampling rates
has shawvn that this order of corvolution operations is bene cial becauseit
facilitates large integration step sizes.Ilt hasbeendemonstratedthat the idea
of twofold corvolution can be usedfor steady and unsteady vector elds, dye
and noise advection, aswell asvector elds on Cartesian 2D domains and on
curved surfaces.Finally, the proposedapproac ts nicely into existing GPU-
basedvisualization techniquesand therefore facilitates interactive vector eld
visualization.

In future work, twofold cornvolution could beincorporated in existing GPU-
based3D vector eld visualization methods [24].
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A Exp onential Filter and Iterativ e Alpha Blending

This section shaws that a rst-order approximation of the normalized expo-
nertial lter exp( Xx)H(x) correspondsto iterativ e alpha blending, where
H (x) is the Heaviside function. A closely related derivation can be found in
an article by Erlebacher et al. [4].

A scenariowith straightened streamlinesis assumed,as laid out in Sec-
tion 3. This setting implies a vector eld with normalized magnitude, pointing
along the positive x axis. Applying the exponertial Iter to the cornvolution
Equation (3),

z 1 z 1 z 1
d(x) = k(x t()d = k( )t(x )d = e t(x )d ;
1 1 0
leadsto the Riemann sum
R .
d(x) e ! t(x j ) ;
j=0
after sampling with equidistant rate . Based on this approximation, the

imageis evaluated at the subsequeh sampling position downstream the vector
eld,
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b3
dx+ )= e ! tx (G 1 )
j=0
= e U tx j o)
j= 1
to obtain the recursionrelation
dx+ x )= t(x+ x)+e d(x) , with = x

First-order approximation of the exponertial function leads to the alpha
blending equation

dx+ x )= t(x+ x )+ (1 )d(x)

Either one of the two previous blending equations can be the basis for a
recursive computation of exponertial Itering. It is not possibleto evaluate
the underlying in nite  sum becaused(x) is not available for x ! 1 . In
fact, the sum is truncated by setting a recursion beginning d(xg) = 0 at
starting point xo. Nevertheless,for x > xg, the truncated computation of
d(x) corvergesto the in nite sum.

B Fourier Transform of the Exp onential Filter

In this section, the Fourier transform of the exponertial lter is computed.
To be more speci ¢, the Fourier transforms of the functions

f:R ! R; x7! f(x)=e 2 o

and
g:R ! R; x7! gx)=e 2 XH(x)

are considered.Starting with f, we have to evaluate
Z 1

F()Z eZ oixjeZiXdX

zY

= e 2 oXi(cos(2 x) isin@2 x)) dx
zh

= e 2 X(cog2 x)+isin2 x))dx
°z
1

+ e 2 °(cos(2 x) isin(2 x))dx
z9

=2 e? cos(2 x)dx
0
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The integral of the exponertially damped cosinefunction yields
Z

X

e *cos( x)dx = 5 [! sin(! x) cos( x)]

12+
after integration by parts. Accordingly, the de nite integral is
z 1

X _
. e cos( x) dx = T2y 2

Therefore, the Fourier transform of f is the Lorentz function

1
F()= "
2+§

The Fourier transform of g is similar:
Z 1 Z 1

G()= e 2 oXe 2iXdx= e 2 X(cog2 x) isin(2 x))dx :
0 0

The cosineterm, once again, leadsto a Lorentz function. Analogously, the
integral of the exponertially damped sine function yields

Z
e Xsin(! x)dx =

X

!2e+72[ sin(! x) + ! cos( x)] ;

with the de nite integral

X _ !
. e sin(! x) dx = T2y 2

Finally, the Fourier transform of g is

1 i
60)= 5= §+7 2+ 2
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