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Abstract

Many industrial �o w simulationscalculatedin the
car developmentprocessare de�ned on unstruc-
turedgrids. However, visualizationof unstructured
grids is computationallyexpensive andoften does
not allow for interactive work with large datasets.
On the otherhand,thereareef�cient visualization
algorithmsfor Cartesiangrids taking advantageof
the grid's regular topologythat achieve interactive
frameratesevenfor datasetsconsistingof millions
of cells.

In this paper, algorithmsarepresentedandeval-
uatedthat resamplean unstructuredgrid on a hi-
erarchy of Cartesiangrids. While resamplingal-
gorithms are well-known in general,it turns out
thattayloringthemto aspeci�c applicationscenario
andoptimizing themfor datasetswith tensof mil-
lions of tetrahedrais by no meanstrivial. Usingan
adaptedversionof the commerciallyavailable vi-
sualizationtool PowerVIZ, we enableengineersto
visualize large unstructureddatasetsat interactive
framerateswithout having to sacri�ce muchaccu-
racy.

1 Intr oduction

Numerical�o w simulationshave beenusedby the
car manufacturing industry for many yearsto re-
duceboth developmenttime andcosts. To obtain
themostaccurateresults,BMW employsbothclas-
sicalNavier-Stokessolverslike StarCD[1] by CD
adapcoGroupaswell asLattice-Boltzmannsolvers
likeExa'sPowerFlow[6]. However, whenit comes
to visualizingthe simulationresults,this approach
provesdisadvantageous:Only thePowerFlow data
canbevisualizedatinteractiveframerates.Therea-
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Figure1: Sliceplanethroughtheunstructuredgrid
of aBMW 528i'senginecompartment.Imagecour-
tesyof BMW AG.

sonis thatPowerFlow usesahierarchy of Cartesian
grids,allowing for highly ef�cient visualizational-
gorithmsin PowerVIZ [3, 9], thevisualizationtool
providedwith PowerFlow. Onthecontrary, StarCD
worksdirectly on unstructuredgridswhoseirregu-
lar topologiesmake it harderfor ProStar, thevisu-
alizationtool of StarCD,to implementvisualization
algorithmsef�ciently . As aneffect, interactivity is
completelylost for typical datasetsof the automo-
tive industrywith millions of cells.

To solvethisproblem,in cooperationwith BMW,
two resamplingalgorithmweredevelopedthattake
a StarCDdatasetasinput, resampleit on a hierar-
chy of Cartesiangrids asusedby PowerFlow, and
write it in a formatunderstoodby PowerVIZ. Thus,
our solutionenablesBMW engineersto keepusing
several solversbut to useonly a singletool for in-
teractively visualizatingthesimulationresults.

Thepaperis organizedasfollows: Chapter2 dis-
cussesrelatedwork; Chapter3 presentsthereasons
for choosingalternative approaches;the resamp-
kling algorithmsthemselvesarepresentedin Chap-
ters4 and5; aconclusionis givenin Chapter6.
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2 RelatedWork

AftosmisandBerger[2] describeameshadaptation
modulefor a multi-level Cartesian�o w solver. The
paper's focusis not on thevisualizationpartbut on
thecharacteristicsof solveralgorithmsandtheir in-
�uenceonerrorsintroducedby theresamplingstep.

Westermann[12] describesa techniquefor re-
samplingscalar�elds on unstructuredtetrahedral
grids usinggraphicshardware. The datais resam-
pled onto a Cartesiangrid andrequiresthe re�ne-
ment levels to be known a priori; thus,undersam-
pling mayoccur.

Weiler and Ertl [11] describeboth a hardware-
basedand software-basedsolution for resampling
unstructuredgrids. Again, the algorithmsassume
that the re�nementdepthis known at the time the
resamplingstarts.Theirhardware-acceleratedsolu-
tion requiresseveral voxels to be interpolatedper
unstructuredgrid cell to be advantageousover a
softwaresolution.

WestermannandWeilerandErtl evaluatetheiral-
gorithmsusing datasetsizesof at most 225K and
900K tetrahedra,respectively, which is 1-2 orders
of magnitudelessthanthenumberof tetrahedraour
algorithmsaretargetedat.

Laramee[5] presentsa tool for resamplingun-
structuredgridsthatallows theuserto interactively
de�ne andmanipulatecuttingplanesarbitrarilyori-
entedin space. The resamplingusesa Cartesian
grid andrequirestheuserto specifythedistancebe-
tweenthesamplepoints.Theimplementationdoes
notsupportgrid hierarchies.

3 Semi-automaticvs. Fully Automatic
Resampling

PowerVIZ, the visualizationtool adaptedfor this
work, is ableto visualizedatasetsde�ned onahier-
archy of re�nementregions, i.e.,asetof nesteduni-
form Cartesiangrids of differentvoxel sizes. Ob-
viously, knowledgeof theseregionsis requiredfor
theintendedresamplingstep.

A naivesolutionfor automatically�nding re�ne-
mentregionsis avolumegrowingalgorithm,i.e. the
repeatedenclosingof voxels with similar dataval-
uesor cell sizesin boundingboxesandthemerging
of theseboundingboxesuntil a pre-de�nedthresh-
old is exceeded.However, it is far from obvious if
thisapproachproducessensiblehierarchiesfor such

(a)

(b)

(c)

Figure2: Re�nementregionsmanuallyde�ned for
aBMW 528i. Datasetcourtesyof BMW AG.

complex regionsas the enginecompartmentof an
automobile(Fig. 1), and in fact, discussionswith
BMW engineersrevealedthatthereis actuallylittle
needto �nd theseregionsautomatically:Engineers
usuallyknow quite well what regionsareof inter-
est;therefore,de�ning the10-20mostimportantre-
gionsmanuallyposesno dif�culties. A real-world
exampleof manuallyde�ned re�nementregionsis
shown in Fig. 2.

Furthermore,since automaticdetectionof re-
�nement regions can be expectedto be a time-
consuming process, exploring a semi-automatic
way �rst is not only desirablefrom the implemen-
tor'spointof view but alsofrom theuser'sperspec-
tive.

4 Semi-automaticResampling

Themaintaskof a resamplingalgorithmis to inter-
polatedatavalues.For eachinterpolation,thealgo-
rithm needsto �nd apairof cells—onecell from the
sourcegrid (theunstructuredgrid) andonefrom the
destinationgrid (thehierarchy of Cartesiangrids).

When iterating over the destinationcells, point
locationis requiredfor determiningthecorrespond-

666



ing sourcecell. This task is very expensive if no
neighborinformation is available for the unstruc-
turedgrid [8].

On the contrary, when iteratingover the source
cells, �nding thedestinationcell is very easyif the
destinationgrid is Cartesian:Thepoint locationre-
ducesto a simplemodulooperation.This bene�t is
independentof any neighborknowledge;therefore,
iteratingover the sourcecells—aso-calledobject-
basedapproach—is to bepreferred.

4.1 Implementation

The resamplingalgorithm requiresknowledge of
boththeunstructuredgrid data(cell de�nitions and
datavalues)andthegeometryof theresampledgrid.
As mentioned,for thesemi-automaticapproachthe
resampledgrid is obtainedby manually de�ning
pairsof cuboidsand re�nement levels. To access
theunstructuredgrid data,theimplementationtakes
advantageof ProStar'scapabilityto exportgrid data
in CGNSformat [7], an openstandardfor the ex-
changeof computational�uid dynamicsdata.

Using the describedobject-basedapproach,the
resamplingalgorithm (Fig. 3) is straightforward:
The outermostloop iteratesover all cells of the
unstructuredgrid, tetrahedrizesthe cells and cal-
culatesintersectionswith the re�nement regions.
Each intersectionis then enclosedin a bounding
box and each voxel of the bounding box tested
against the tetrahedron.This inside test is imple-
mentedusing barycentriccoordinatessince these
also denotethe weights for linearly interpolating
datavaluesat the voxel's centerfor vertex-based
solutions. If the solutionsarecell-centered,no in-
terpolationtakesplace(nearestneighborinterpola-
tion).

4.2 Results

For evaluationof the implementationandthequal-
ity of the resampleddataset,BMW provided a
datasetof a simulated�o w arounda BMW 528i
car body. The datasethas448,450cells anda 12-
elementsolution array de�ned for eachcell. The
datasetwas resampledusing a PC with an AMD
Athlon 1.8 GHz processor, 1 GB main memory,
anda Linux 2.4.21-pre4kernel. On this machine,
theresamplingtakesabout11.98s. Theresampled
datasetcomprises321,541voxels.

U  cellsof unstructuredgrid
C  cellsof Cartesiangrid
R  re�nementregions

for each cell 2 U do
T  f tetrahedra of cellg
for each tetrahedron 2 T do

I  f r 2 R j r intersectstetrahedrong
for each region 2 I do

V  f v 2 C j v insideintersectiong
for each voxel2 V do

B  f barycentriccoordsof voxelcenterg
if 8c 2 B : 0 � c � 1 do

interpolatewith weightsB
saveinterpolateddatato disk

Figure3: Algorithm for semi-automaticresampling
of anunstructuredusingpre-de�nedre�nementre-
gions.

For qualitative evaluation, isosurfaces for the
same isovalue are calculatedwith both ProStar
andPowerVIZ. The resultingimagesareshown in
Fig. 4.

To obtain quantitative results,the scripting ca-
pabilities of PowerVIZ were used to position
trilinearly-interpolatingvalue probeswhere both
the original and the resampleddatasetare de-
�ned. The positions and referencevalues were
obtainedby exporting cell-centeredsolution data
fromProStar1. Themaximumabsolutevelocitywas
foundto be53.45m/s,themaximumabsoluteerror
to be44.16m/s,andtheaveragerelative errorto be
1.99%.

The resultsshow that the overall quality of the
datais satisfyingdespitea reductionof thenumber
of cells to about70%. However, sincethe re�ne-
mentregionsarede�ned manually, completelydif-
ferent resultsareobtainedfor otherdatasets:The
car datasetshown in Fig. 1 and Fig. 2 consists
of 9,360,788cells (car body plus enginecompart-
ment). The resampleddataset(resamplingtime:
649s) has7,205,311voxelsbut missesabout80%
of thecellsduringtheinterpolationphase,i.e.,it ac-
tually includesonly 20% of the informationof the
originaldataset.

Increasinginteractivity is the ultimate goal of

1ProStarrefusesto write vertex-basedsolutiondatafor thecar
body dataset;therefore,measurementsarecurrently restrictedto
cell-centeredsolutiondata.
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(a)

(b)

Figure 4: Isosurfacesof a simulated�o w around
a car body. (a) Original unstructuredgrid, (b) re-
sampledgrid (semi-automaticapproach). Dataset
courtesyof BMW AG.

this work. Thus, frameratesfor two typical tasks
weremeasuredfor thecarbodydatasetusingboth
ProStarand PowerVIZ: Moving a slice through
the volume and rotating an isosurface. All mea-
surementsweredonein full screenmodeat a res-
olution of 1600� 1200 pixels on a PC with an
AMD 1.2 GHz processor, 512 MB main memory,
a GeForce3 graphicsadapter, anda Linux 2.4.19-
pre10-ac2kernel. Using ProStarwith the unstruc-
tureddataset,rotatingthe isosurfaceis possibleat
about0.9 fps, moving a slice which requirescon-
stantrecalculationsis possibleatabout0.3fps. Us-
ing theresampleddatasetandPowerVIZ, theframe
ratesincreaseby severalfactorsto about61 fpsand
1.8fps,respectively.

The measurementsshow that acceptableresults
canbeobtainedusingasemi-automaticapproachif
the re�nement regionsaresuitablyde�ned. But it
alsobecomesapparentthat pre-de�nedre�nement
regions may be extremely inef�cient with regards
to thenumberof voxelsandtheresultingaccuracy.
Thissuggeststhatthesemi-automaticapproachhas
to bereconsidered.

5 AdaptiveResampling

Theresultsof Sec.4.2 show thatmanuallyde�ned
re�nement regionsbarethe risk of missingdetails
of theunstructuredgrid. This problemcanbealle-
viatedby having theimplementationinform theen-
gineeraboutthenumberof missedcells. However,
thismayleadto tediousiterations;thus,thereis still
aneedfor anadaptive fully automaticresampler.

The adaptive resamplerdescribedin this paper
follows a geometry-basedapproachfor two rea-
sons.First, BMW engineersassurethe con�dence
in the grid quality which suggeststhat similiar re-
sults will be obtainedas with an error-basedap-
proachbut atmuchlowercosts.Second,geometry-
basedalgorithmsdo not requirekeepingsolution
datain memorywhile determiningthe destination
voxel set. Geometry-basedalgorithmsare, there-
fore, much more memory-ef�cient. Using a con-
ventional octree-basedapproachto determinethe
destinationvoxels resultsin a three-phaseresam-
pling architecture:Octreeconstruction,octreecor-
rection,anddatainterpolation.

5.1 OctreeConstruction

To constructtheoctree,arootregionis created�rst.
The region is accompaniedby a list of the indices
of thosecells intersectingthe region. Initially, the
list containsthe indices of all cells. In the next
step,a weightedaverageedgelengthof the inter-
sectingcells is calculated.Moreover, to reducethe
in�uenceof degeneratedcells,theaveragelengthof
eachcell is multipliedby theratioof theshortestto
thelongestcell edge.If theweightedaverageedge
lengthis smallerthanthevoxel sizetimestheaver-
ageedgeratio, theregion is subdividedinto octants
andnew index lists arecompiled. The processing
thencontinuesrecursively. Whentherecursionter-
minates,a voxel of thesizeandpositionof theoc-
tant is generated.A comparisonbetweentheorigi-
nal grid andthegrid resultingfrom this re�nement
criterionis shown in Fig. 5.

Mapping octreeleaves to voxels makes an oc-
treeaverynaturalif somewhatmemory-consuming
choicefor the voxel generationsinceconventional
pointer-basedoctreesallocatememorybothfor the
leaves (voxels) as well as for intermediatenodes.
To overcomethis problem,a linearpointer-lessoc-
treeapproachwaschosenthatbaseson thework of
Frisken and Perry [4]. Frisken and Perry discuss
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(a)

(b)

Figure5: Comparisonof slicesthrougha carbody
(the colors encodethe velocity magnitude). (a)
Original grid, (b) resampledgrid. Obviously, the
adaptive resamplingalgorithmleadsto comparable
cell sizes.Datasetcourtesyof BMW AG.

a setof ef�cient algorithmsfor traversingpointer-
basedoctrees.Theresamplerusesanadaptationof
their implementationthat is still ef�cient but does
not require pointersand allows the octree to be
easilysaved to disk. Hence,the memoryrequire-
mentsduring the constructionphasecan be con-
�ned. However, the fundamentalconceptof the
approach—theconceptof locational codes—and
theaccompanying notationremainuntouched.

5.1.1 De�nitions And Notations

For an octreeof n levels, a locationalcodeis de-
�ned asa three-elementvectorof n-bit stringsthat
representthe branchingpatternfollowed while re-
cursively re�ning the root region. The �rst bit of
eachelementis always0 anddenotestherootof the
octree. The remainingbits are �lled from the left
(most-signi�cantbit) to the right (least-signi�cant
bit). Thus, under the assumptionthat levels are
countedbottomto top startingwith 0, bit k is set
at level k.

5.1.2 Linear OctreeConstruction

The modi�ed approach requires the locational
codesof all voxels(leavesin theoctree)to besaved
in an arrayL C . Eachentry in the arraymustalso
containapointerto theapplicationdatalinkedto the
voxel. In addition,for eachdimensionanothervec-
tor L D ; D 2 f X ; Y; Z g, is requiredthatstoresthe
distinctelementsof the locationalcodesin this di-
mensionandthe minimum (farthestfrom the root)
levels. All arraysmustbe sortedaccordingto in-
creasinglocationalcodes(any dimensionin caseof
thearrayL C thatholdsthecompletecodes).

5.1.3 Finding Neighbors

Findingneighborsof agivenvoxel is theonlyoctree
operationrequiredfor theresampler. Thealgorithm
describedby FriskenandPerryworksby �rst calcu-
latingaguessfor thelocationalcodeof therelevant
neighbor. For neighborsto theright, top,or front of
thevoxel (i.e., neighborswith increasingX , Y , or
Z coordinates),thisguessis obtainedby addingthe
binary representationof the voxel's size(2level ) to
thecorrespondingelementof thelocationalcode.If
theguessdoesnotdenotethelocationalcodeof any
voxel, �nding the neighborrequiresfurther traver-
salof theoctreeusingtheguessasabranchingpat-
tern.

For the left, bottom, and back neighbors,the
problemis evenharder. Thebestguessis obtained
bysubtractingthesizeof thesmallestpossiblevoxel
thesmallestvoxel (20 = 1) andthereis highproba-
bility thatthis will not matchthelocationalcodeof
theneighborvoxel in any element.Therefore,again
theoctreehasto betraverseduntil a leaf is reached.

Using the adapteddatastructures,the traversal
canbe simulatedusingsolely the locationalcodes
of theoctreeleaves. The�rst stepin thealgorithm
for obtainingan initial guessremainsthe sameas
before. In thesecondstep,the lowestn bits of the
guessareclearedto obtaintemplates,startingwith
the level of the root nodeanddecreasingn repeat-
edlyuntil thelevel is lessthanthemaximumof low-
est levels of the threetemplates.This information
can be obtainedeasily sincethe lowest levels are
partof thedatastructureandbinarysearchesin L D

only considerdistinct location codes. Sinceeach
triple of templatesdenotesa potentialneighbor, the
triple is thenusedfor a binarysearchin L C to de-
terminewhethertheneighborexists.
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(a) (b) (c)

Figure6: Comparisonof isosurfacescalculatedby PowerVIZ. (a) Uncorrectedoctree,(b) correctedoctree
without interpolation(subdivisiononly), (c) full correctionwith interpolation.

5.2 OctreeCorr ection

Theconstructionof octreesusingthealgorithmsde-
scribedin the previous sectionscan result in ar-
bitrary level transitions. Handling these transi-
tions addsadditionalcomplexity to the visualiza-
tion algorithmsand resultsin increasedexecution
times[10] whereforeso-calledunrestrictedoctrees
areusuallynotaddressed.Theresultareartifactsas
show in Fig. 6 (a). However, removing transitions
of morethanonelevel only onceduringtheresam-
pling insteadof eachtimethedatasetis visualizedis
moreappropriate,anyway, suggestinganadditional
correctionphase.

As canbe seenin Fig. 6 (b), the correctionnot
only requiresaddingvoxels but also interpolating
new datavaluesto obtaina well-de�ned isosurface
(Fig. 6 (c)).

Thecorrectionalgorithmusedfor thisworkbases
on the observation that small voxel sizesareprop-
agatedupwardsin theoctree.Thevoxelsarebuck-
eted �rst accordingto their levels and then pro-
cessedfrom lower to higherlevels. If voxels need
to be subdivided, the subvoxels are addedto the
appropriatebucket. Using this approach,no voxel
hasto beprocessedtwice. To furtherminimizedy-
namicmemoryallocationandto accommodatethe
fact that the octreeis storedin �les andcannotbe
manipulatedeasily, asimpli�ed octreecorrectionis
beingusedthatrequiresonly a singleadditionalre-
�nementbytepervoxelandthatdoesnotrequireany
modi�cations of existing voxel information. The
idea is to re�ne voxels at invalid transitionscom-
pletelyandto save thenumberof additionallevels
in the re�nement byte. Sincethe re�nement byte
storesthecompleteinformationusedto generatethe

C  voxelsof Cartesiangrid
B  bucketsof voxelsin ascendinglevelorder

for each bucket 2 B do
V  f voxelsof bucketg
for each voxel2 V do

S  f subvoxelsof voxelg
for each subvoxel2 S do

N  f n 2 C j n neighborof subvoxelg
for each neighbor2 N do

if leveldifference> 1 do
adjustre�nementbyteof larger voxel
addadjustedvoxelto corresp.bucket

Figure 7: Algorithm for memory-ef�cient octree
correctionasusedin theadaptive resampler.

additionalvoxels,novoxel informationis produced
until theinterpolationphase.

The correctionalgorithmis shown in Fig. 7. It
startswith compilingthevoxel andlocationalcode
lists andbucketsthe voxels accordingto their lev-
els.Thebucketsarethenprocessedbottom-up.For
eachvoxel of a bucket, the neighborsare deter-
mined next. If the voxel's re�nement byte is not
set,the usual26 neighbors(if the voxel is not at a
border)haveto belocated.If thevoxel's re�nement
byteis set,thevoxel mustbehandledlike a cluster
of voxels. In this case,invalid level transitionmay
occurateverysubvoxel onthevoxel'ssurface.If an
invalid transitionhasbeendetected,there�nement
byte of the larger (closerto root) voxel is adjusted
sothatthedifferencebetweenthevoxel's level and
re�nementbyteequalsthesmallervoxel'slevel plus
one. If L andS denotethe largeandsmallvoxels,
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Figure8: Correctedoctreestructureshown ataslice
throughtheenginecompartment.Thecorrespond-
ing slice throughtheunstructuredgrid is shown in
Fig. 1. Datasetcourtesyof BMW AG.

respectively, theadjustmentcanbewrittenformally
as:Re�nementByte0L = LevelL � LevelS + 1. The
adjustedvoxel is thenaddedto the corresponding
bucket to ensurethatthelevel propagationcancon-
tinue correctly. When all buckets have beenpro-
cessed,the algorithmterminates.The octreethen
containsonly transitionsof atmostonelevel.

Fig. 8 shows theresultinggrid for thecardataset
of Fig. 1. For thisdataset,thenumberof voxelsthat
needto beaddedsumsup to 71,503voxels; for the
car body datasetof Sec.4.2, only 14 voxels need
to be added.This leadsto the assumptionthat the
simpli�ed correctionmethodis anacceptablealter-
native to thecorrectmethod.

5.3 Inter polation

Thelastphase—thedatainterpolation—isstraight-
forward since all the information necessaryfor
the interpolationcanbe collectedin the preceding
stages.

In theoctreeconstructionphase,thevoxel infor-
mationis written to disk in several�les (theoverall
voxel sizeis unknown in advance).For eachvoxel,
the locationalcodes,its level, the index of thesur-
roundingcell, thenumberof intersectingcells,and
the indicesof the intersectingcells aresaved. The
�les areprocessedindependentlyoneata time. For
eachvoxel storedin the �les, the numberof addi-
tional re�nementlevels,i.e., there�nementbyte,is
lookedupand—ifset—thevoxel is subdivided.Us-
ing theunstructuredgrid's solutiondata,thescalar
propertiesof thevoxel canthenbeinterpolated.

For vertex-basedsolutions,the valueis interpo-
latedusingthe informationof thesurroundingele-

ment.For cell-centereddata,theinformationabout
the intersectingelementsis usedto interpolatea
datavalueby inversedistanceweighting.

5.4 Results

As before, the 448,450cell car body datasetof
Fig. 5 was usedfor the evaluation. The resam-
pling time now is 134 s andthe numberof voxels
decreasesto 245,585voxels. For the car dataset
of Fig. 1, the number of voxels increasesfrom
9,360,788 to 16,613,362—anincreaseof about
77%. This demonstratesthedynamicnatureof the
adaptive resampler.

Using a multi-threadedimplementation,the re-
samplingtimesreduceby a factorof about3.0 and
4.0,respectively, ona four-processorSGIOnyx, at-
testingthe approachits suitablity for large multi-
processorsystems.For largedatasets,this is anes-
sentialproperty: The resamplingof the 9M cells
datasettakesalmost4.5 hours,which is little time
comparedto thesimulationtimebut still quitelong.

The maximum physical memory consumption
for resamplingthe 30 MB car body datasetduring
theoctreeconstructionis about110MB, duringthe
octreecorrection68MB, andduringtheresampling
phase128MB. For the759MB cardataset,theval-
uesincreaseto 866MB, 1,080MB, and1,622MB,
respectively, on an SGI Onyx. As can be seen,
the memory consumptiongrows sublinearlywith
the numberof unstructuredgrid cells. Due to an
extensive useof memory-mapped�les, the actual
physical memoryrequirementscanbe expectedto
bemuchlower thantheconsumption.

Theisosurfacefor theresampledcarbodydataset
is shown is Fig. 9. Despitea discardingof about
31%of thevoxels(comparedto thesemi-automatic
approach),the isosurface is smootherand—apart
from holes introduced by an erroneousisosur-
faceimplementationof PowerVIZ—muchcloserto
whatis obtainedusingtheoriginalunstructuredgrid
(Fig. 4 (a)). This clearlydemonstratesthebene�ts
of theadaptiveapproach.

The quantitative measurementscon�rm this ob-
servation: The maximum absolutevalue now is
50.63m/s, themaximumabsoluteerror26.10m/s,
andthe averagerelative error 0.17%(ascompared
to 1.99%whenusingthere�nementregionsde�ned
by BMW engineers).

Althoughthenumberof voxelsof theadaptively
resampleddatasetis signi�cantly lowerthanbefore,
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no increasedframe rate can be observed in Pow-
erVIZ while moving a slice. The frameratewhile
rotating an isosurface,however, increasesslightly
to about72 fps.

Figure9: Isosurfaceof a simulated�o w arounda
carbody(fully automaticapproach).Datasetcour-
tesyof BMW AG.

6 Conclusion

In this paperwe presentedtwo resamplingalgo-
rithms for enablingBMW engineersto keepusing
StarCDand being able to visualizelarge unstruc-
tureddatasetsat interactiveframerates.Wedemon-
strated that a fully automaticadaptive approach
is generallypreferableover a semi-automaticap-
proachwith regard to the ratio of numberof vox-
els to accuracy but thatsemi-automaticresampling
is muchfasterandconsequentlysuitablefor appli-
cationswith limited accuracy requirements.Visual
evaluations and quantitative measurementswere
usedto attestthequalityof thealgorithms.

Usingtheoriginalandtheresampleddatasetsfor
comparative measurementswith ProStarandPow-
erVIZ, we were able to achieve frame rate gains
of almosttwo ordersof magnitudeat error ratesas
low as0.17%,showing thatresamplingcansigni�-
cantly increasethedegreeof interactivity in indus-
trial �o w visualization. Accompaniedby the fact
that the numberof cells increasesonly moderately
(or even decreases),it can be concludedthat re-
samplingcanmake thework of engineershandling
large unstructureddatasetsmuchmoreconvenient
andproductive if theresamplingis treatedasaone-
timepreprocessingstepwherehighexecutiontimes
arebearable.

In thefuture,we planto optimizetheoctreecor-
rectionand to extract geometrydatafrom the un-
structuredgrid. Thelatternotonly allowsusto dis-
playtheobject'sgeometriesbut alsoto decreasethe

voxels' cell sizesnearsurfacesborderedby large
unstructuredgrid cells. In the end,both modi�ca-
tions will lead to muchmoreappealingvisualiza-
tions.
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