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Abstract

In this paper we present a way to use OpenGL
1.2 compliant graphics hardware for fast shad-
ing with textures containing detailed informa-
tion about the normals of an object. The pro-
cedure is similar to bumpmaps and the goal is
to shade a simplified mesh approximately the
same way the original mesh is shaded. First,
we explain how to implement a Phong shaded
and lighted dot product bumpmap using a
2D texture and special functions of graphics
hardware. Secondly, we show a way to gener-
ate normal textures for the coarse mesh opti-
mized by means of typical distances and ori-
entations of the fine mesh. For almost regular
meshes this results in smaller textures con-
suming less memory and bandwidth. These
texture patches are then densely packed into
one large texture granting fast rendering and
easy use in scene graphs like Cosmo3d and
OpenGL Optimizer.

1 Introduction

In todays graphics applications like CAD and
finite element (FE) visualization we have to
deal with permanently increasing needs for
drawing high resolution meshes at interactive
frame rates. An obvious and often practiced
way to achieve this goal is to reduce the num-
ber of triangles and thus the resolution of the
original mesh where the loss is barely visible.
A lot of work has been done in this field in the
past, e.g. [2], [10], or [5]. In this paper we do

not present another simplification algorithm
but employ the program Mokit by Campagna
[1]. The major problem of simplified meshes is
that lots of structures get lost with increasing
degree of reduction. One solution is to repre-
sent these details through texturing the coarse
mesh with the lighting information of the fine
one which leads to a visual result comparable
to bumpmaps. Westermann and Ertl [11] pre-
sented a way to use graphics hardware for the
calculation of the diffuse lighting by means of
encoding the normal vectors in RGB-textures.
We picked-up this idea and developed it fur-
ther with regard to performance, flexibility
(Section 2) and optimal usage of the available
texture memory (Section 3). Cignoni et al. [3]
showed the possibility of using bumpmap tex-
tures on simplified meshes, however not im-
plemented in hardware and not allowing us to
pack entirely irregular texture patches into a
single texture (Section 4). We cope with both
problems and present our solutions in the fol-
lowing sections.

2 Rendering Shaded
Details via 2D Textures

First, we draw a short scheme of the Phong
illumination model [6] and then we show, how
we implement it in OpenGL commands. Ac-
cording to Phong the light reflected from a
surface consists of three parts: ambient, dif-
fuse and specular reflection. The former two
have already been realized in hardware [11].



We added the latter and thus the light re-
flected from a surface can be calculated as
follows:

Iy = IoxkarOax (1)
+ Igx kar Ogy max(cosf, 0)

+ Iy ksx max(cos” a, 0)

with A denoting the color and I,4 being the
intensity of the ambient and the directional
light. The material coefficents are the am-
bient, diffuse and specular components £, 4 ;,
the specular reflection exponent n and the ob-
ject color Oy4. 0 is the angle between the light
direction L and the surface normal N and «
is the angle between the reflected light vector
R and the viewing direction V. For better un-
derstanding Fig. 1 shows the relevant vectors
and angles. Assuming that all vectors have
been normalized we can rewrite the cosines
by using the dot product:

cos) = N-L (2)
cos" a = (R-V)"
= eN(N-L)-L)-V)" (3)

Except for N all vectors are constant for the
whole scene, however they need not to be con-
stant in time, i.e. vectors may change from
frame to frame. The idea is to combine the
normals of the fine mesh in a 2D texture for
each coarse triangle. This way we can save the
normal information for the coarse triangles by
means of small texture patches.

As you can see from Eq. (3), the evalu-
ation of the specular term is somewhat ex-
pensive because of N occuring twice. We
want to mention that it is possible to im-
plement it with the use of hardware in two
passes. However we use the halfway vector
H = (L+V)/|L+ V]| to calculate the specu-
lar component, so called because its direction
is halfway between the directions of the light
source and the viewer. We can now rewrite

Eq. (3):
cos® a &~ cos" 3 = (N - H)" (4)

As you can see the halfway vector for each
light source is also constant for the whole

scene and offers two important benefits: it re-
duces the number of calculations and is consis-
tent with OpenGL lighting routines which use
the halfway vector as well for calculating the
specular component (e.g. of the fine mesh).

Figure 1: Vectors of the Phong illumination
model.

In the following section we present a way to
transcribe these formulas into graphics hard-
ware commands.

2.1 Hardware Acceleration

The dot products in Eq. (2) and (4) can be
calculated using the OpenGL 1.2 color matrix
[11], [12], [8]. Therefore, we use the mentioned
RGB texture to represent the detailed normal
vectors and initialize the 4 x 4 color matrix
with the values of the light direction and the
halfway vector accordingly:

Ly Ly L, 0 R N.L
Ly Ly L, 0 G| _ JSI: é (5)
Ly Ly L, 0 B N-L
H, Hy H, 0 a N-A

By using a color table we can add the ambi-
ent term to the resulting diffuse Lambertian
reflection. Additionally, a color table gives
us the possibility to illuminate the bumptex-
ture from the opposite direction with a second
light. Thereto we need to scale the results
of the color matrix operation by 0.5 and add
0.5. This results in mapping the dot prod-
ucts interval of [—1,1] to [0, 1] which exactly
fits the clamping taking place right before the
color table operation. Now we can use the
color table to transfer the former negative dot
products, which correspond to an opposing



light source, into the according positive val-
ues. The third task of the color table is to
exponentiate the specular dot product held
in the alpha channel allowing us to use ar-
bitrary specular reflection exponents n. The
diagrams in Fig. 2 should clarify these oper-
ations.

Texture2D , RGBA , GLbyte
R=Nx | G=N | B=N, | «a=0
I pxe | Tander | pan |
COLOR_MATRIX
Ly L, L, 0O R
Lk Ly L, O0|,|G
Ly L, L, 0O B
H¢ H, H, 0 a
POST_COLOR _MATRIX_SCALE=05
POST_COLOR_MATRIX BIAS =05
POST_COLOR_MATRIX_COLOR_TABLE
1 | 1 |
. | - . 1
RGB: | ™ 7] B a: |
0 . 1+ & 0 . 1
X Taxkax +2(Tgakax)| X — 0.5 a + (2l —0.5))"
POST_COLOR_MATRIX_COLOR_TABLE SCALE
Oq | O | O, | 10
BlendFunc ( DST_ALPHA, ONE)
Blend rectangle with specular color over the whole viewport

Figure 2: Process flow for texture based
Phong lighting.

A scaling option offers the possibility to
multiply the results of the color table transfers
by the object color Ogg . The RGB chan-
nels now represent the illumination through
ambient and diffuse reflection. If we enable
the bilinear texture interpolation the light-
ing is done respectively to the Phong shading
method.

What lacks is the specular highlight. It
is added by using a special a-blending func-
tion while drawing a rectangle with the specu-
lar color (I4zks»)|r=r,c.B over the whole view-
port. We would like to point out that every
object can have its own color and coefficients
and even its own directional light (though this
makes no sense). This way we are able to ren-

der normal-textured triangles in, we call it, 1%
passes. % since the second pass does not ren-
der the geometry of the object again but sim-
ply blends two triangles over the whole view-
port, which induces no additional burden for
the geometry engine. Moreover, the fillrate is
not the limiting factor when rendering huge
triangle meshes.

3 Generating Optimized
Normal Textures

For every coarse triangle we must generate
a texture containing the normals of the fine
grid. The problem is to find the right resolu-
tion for this texture so that we make as less
loss in quality as possible. A simple approach
is to calculate the average distance between
the vertices and use it as a base to calcu-
late the needed texture size. If we use this
method we have to face some problems: ac-
cording to Shannon we must use at least the
double resolution of the minimum distance to
catch all frequencies. Furthermore we do not
know whether the density of the mesh is the
same in all directions or not.

Our idea is to find orientations of the fine
mesh where the edges are aligned almost uni-
directional, i.e. the directions where the grid
is stuctured to some degree. In a preprocess-
ing step we build a rough histogram of the
directions of all edges of the original triangles
associated with the coarse triangle.

The most promising directions undergo a
more detailed analysis. Here we project the
simplified triangle on the direction to be
tested. The image forms a vector which be-
comes our base unit. An arbitrary point rep-
resents the origin of our 1D coordinate sys-
tem (actually a vertex of the coarse triangle
is used, in order to minimize rounding errors).
Now all associated vertices are projected onto
the test vector. Then these projected vec-
tors are sorted by length and the result is
differentiated. The differences represent the
minimum directional distances between two
vertices and we analyze them in another his-
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Figure 3: Finding an optimized direction and
the corresponding minimum resolution of a
structured grid.

togram. This histogram is smoothed using a
triangle window function, a so called Bartlet
window, to remove small irregularities. As
you can see in Fig. 3 the position of the sec-
ond maximum of this histogram represents
the smallest meaningful distance between our
vertices with respect to the tested direction.
For fairly regular grids and their correspond-
ing main directions this distance will be max-
imized, for rather irregular meshes it will con-
verge against zero and we can still switch back
to the method mentioned above and use the
doubled average distance for calculating our
texture size.

However, if we have a regular grid we try to
find two directions with a maximal minimum
distance assuming the angle between the two
directions is not to small, because then the
shearing will have too much impact on the pic-
ture quality. In this case we will just search for
the direction with the biggest minimum dis-
tance and use the perpendicular vector as sec-
ond main direction. By using these optimized
textures with the size of the texels adjusted to

the estimated densities we can reduce texture
memory consumption by factor 3 up to 4 for
structured grids.

4 Dense Packing of
Texture Patches

Packing the texture patches into one texture
has various advantages. First, it is easier to
cope with one texture than with hundreds of
small textures for the same object. Further-
more, it makes sense to merge portions with
the same attributes. Finally one big texture
needs less memory and therefore less band-
width than lots of small textures which waste
a lot of space because the shapes of the tex-
ture patches are triangular.

Cignoni et al. [3] showed a way to pack
texture fragments into one texture. Unfortu-
natly their algorithm uses shearing to reshape
the patches to rectangular triangles. We can-
not afford shearing because this would ruin
the optimized justification of the texture we
gained in Section 3. So we developed a new
algorithm which allows dense packing of arbi-
trary shaped texture fragments.

The idea is to memorize the shape of the
free texels of the texture patches or in other
words the boundary. Similarly we monitor
the shape of the big texture by memorizing
the progress of padding in the vertical direc-
tion over the whole width. Starting at the
top border of the empty texture we adapt this
boundary when adding new texture patches.
In order to choose a texture fragment from
the remaining patches, we try to find a prefer-
ably big fragment whose shape fits best. Thus
we have two criteria to decide which patch
fits best: size and matching. Prefering big-
ger patches makes sure we can get rid of them
at the beginning. This way with increasing
progress the number of remaining big patches
decreases and we reserved enough small frag-
ments to fill up small gaps. While doing this
we allow rotations by 90 degree and mirror-
ing, since these operations do not affect tex-
ture quality.



The shape fitting is based on counting the
numbers of free texels between two shapes
which can be easily achieved by fast integer
substractions. If we want to implement the
same by calculating the intersections of poly-
gon lines this may result in less operations,
but these operations are very expensive and
therefore much slower.

When we have found the best fitting texture
fragment it is inserted in the big texture whose
boundary shape is modfied accordingly. Then
the point of interest for searching and insert-
ing the next patch is set to the right of the
added part. This is repeated until we reach
the right boundary of the big texture. We
will then start over again from the left until
all patches are placed or until we run out of
texture space. If the latter occurs we need
to increase the height of our texture to make
space for more patches.

Since we start on the top row we need not to
memorize or test the upper bound of the big
texture, but only the lower. Since we build
up the texture row by row sticking patches
below the shape line, we cannot predict the
evolution of this shape line. Problems oc-
cur when for some reason a lot of big patches
fit near the same place, which can result in
peaks preventing optimal usage of space. Es-
pecially two peaks growing in the neighbour-
hood of each other provoke unused space be-
tween them, since there is not enough place
to put a small patch in the resulting gap. In
order to prevent this problem we use a third
check that preferably fills up the space next
to little forming peaks and flanks. That way
we can keep the progression of the boundary
shape of the growing texture uniform resulting
in a rather dense packing and the utilization
of almost the whole texture space.

5 Results

The algorithms presented in this paper were
applied on various FE models and the Stan-
ford bunny. Explicit measurements were done
on an SGI Octane with two MIPS R10k pro-
cessors running at 250 MHz (only one was

used) and an MXI graphics card with 4 MB
texture memory. The other system was an
SGI O2 with a MIPS R12k processor at
270MHz which has to emulate the color ma-
trix and color table operations in software.
The size of the generated texture was 1024
X 256 texels and the viewport size was 800 x
800 pixels.

As you can see in Table 1 when using the
texture shading on the Octane System the
frame rate increases by factor 2.5 compared
to the original mesh with hardly visible dif-
ferences in illumination.

original | coarse with | coarse w/o
textures textures

sample Fig. 4a) | Fig. 4c¢) | Fig. 4d)
pumber oF 1 60473 | 1043 1043
mangle}s1

wit

Sp/ec 10.8 fps | 25.3 fps 75.8 fps

wW/0

speﬁ 10.8 fps | 25.3 fps 75.8 fps

wit

Sp/ec 3.4 fps 4.8 fps 71.2 fps

wW/0

spec 3.4 fps 5.1 fps 71.2 fps

Table 1: Frame rates for the Stanford bunny.

onclusions and

uture ork

In order to use the color matrix and the color
table extensions we need to pass the texture
data through the pixel transfer unit of the
OpenGL machine, i.e. we must either reload
the texture or use the even slower CopyPixel
operation. Unfortunately, this decreases the
benefit we gain from using textures. However,
even a performance enhancement just by fac-
tor 2.5 is vital for todays applications, like vi-
sualization of FE crash simulations which typ-
ically needs interactive rendering of about 500
thousands triangles. Therefore, our efforts are
a step in the right direction particularly with
new graphics hardware presenting faster tex-
ture processors and new OpenGL extensions



which we can use for further enhancement of
performance of texture based lighting.

In the future we plan to adapt existing sim-
plification algorithms to the newly gained pos-
sibilities in order to achive further geomet-
rical reduction based on the knowledge that
structures can be replaced by normal tex-
tures. For our program ras ‘e er we plan
to evolve an easy to use scene graph node for
Cosmo3D OpenGL Optimizer which makes
use of texture shading. Furthermore we want
to add wireframe textures [9] to be rendered
in the same pass avoiding frame rate decrease.
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a) original (69473 faces) b) section of the normal texture used

c) simplified with texture shading (1043 faces)  d) simplified bunny w o textures (1043 faces)

Figure 4: The Stanford bunny
(one light source, specular coefficients: Iy ggp =1, ks rgp =04, n = 25).



